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ABSTRACT OFTHE DISSERTATION

AggregationComputationover Complex Objects

by

DonghuiZhang

Doctorof Philosophy, GraduateProgramin ComputerScience

Universityof California,Riverside,August,2002

Dr. VassilisJ.Tsotras,Chairperson

Theaggregationqueryis animportantbut costlyoperationin databasemanagementsystems.While

the aggregation in relationaldatabaseshasbeenwell studied,recentlytherehasbeena growing

interestin improving theperformanceof computingaggregatesovercomplex objects.Eachof such

objectsmayhave a time interval, a spatiallocation/region, or both,asappearsin temporal,spatial,

andspatio-temporaldatabases.An aggregationqueryover theseobjectstypically involves some

selectionconditionon their time and/orspatialattributes,e.g. to aggregateover temporalrecords

whosetime intervals intersecta giventime interval. A straightforward approachis to, with theaid

of someindex structures,locatetheobjectsthatsatisfytheselectionconditionandaggregatetheir

valueson thefly. Suchindicesaregeneral in thesensethatthey canbeutilizednotonly to compute

aggregates,but alsoto performselectionqueries.However, theaggregationqueryperformanceis

proportionalto thenumberof objectssatisfyingtheselectioncondition. In theworstcase,to com-
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puteanaggregate,all objectsin adatabaseneedsto beexamined.Nevertheless,in many applications

(on-lineanalysis,etc.),weneedto computetheaggregatesvery fast,andto scanthroughall theex-

istingobjectsmightbetoo time-consuming.In this thesis,we focusondevisingspecializedindices

for aggregationover complex objects.Our researchshows thatour newly designedstructureshave

muchbetterqueryperformancethantheexisting general-index-basedsolutions,sometimesover a

hundredtimesfaster. In this thesis,we reportour findings.

Keywords: temporal, spatial, spatio-temporal, object with extent, aggregation, query

processing, specializedindex, optimization.
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Chapter 1

Intr oduction & ProblemStatement

Aggregationis a very importantstatisticalconcept.It is usedto representa setof items

by a singlevalue,or to classifyitemsinto groupswhile determininga valuefor eachgroup. It is

especiallyusefulin databasessinceadatabasetypically maintainsa largevolumeof data.Themost

widely usedaggregationsare: sum,count,average,minimum,maximum. They areimplemented

in most commercialdatabasesystems. In particular, aggregation hasbeenaddedto SQL, thus

extendingtheexpressive power of plain relationalalgebraandrelationalcalculus.

While theaggregationin theenvironmentof traditionaldatabasesystemshasbeenwell

studied,recentlythereis an emerging researchinterestin aggregationover complex objects,e.g.

temporal,spatial,or spatio-temporalobjects.Someexamplesare:

� temporal aggregation: “find thetotal phonecallsmadelastmonth”;

� spatial aggregation: “how many restaurantsarewithin 3 milesfrom me”;
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� spatio-temporalaggregation: “find thetotalvolumeof rainfall in theOrangeCountyduring

thepastfiveyears”.

Somecommonfeaturesof theseaggregationproblemsare: eachrecordhasa valueand

somespatialand/ortemporalattributes;aqueryspecifiesconditionsontheseattributesandasksfor

anaggregatevalueover all recordsthat satisfytheseconditions. In theprevious rainfall example,

eachrainfall recordhasa time interval anda spatialregion which describewhenandwherethe

rainfall took place.Therecordalsocontainsa valuewhich is thevolumeof rainfall. Theexample

queryspecifiesa timeinterval (pastfiveyears)andaspatialregion(OrangeCounty).Amongall the

rainfall recordsmaintainedin thedatabase,asubsetof recordssatisfyboththespecifiedquerytime

andregion. Thequeryasksfor thetotal valueof recordsin thesubset.

If no index is availableon thecorrespondingdataset,to computesuchanaggregateone

hasto go throughthewholeset,andthusthequeryperformanceis linear to thenumberof records

in the set. If someindex structureis available which clustersrecordson their spatial/temporal

attributes,thequeryperformancecanbe improvedsincethequeryevaluationcanutilize theindex

to concentrateontherecordsthatsatisfythequeryconditions.Sothequeryperformanceis linearto

thenumberof recordssatisfyingthequeryconditions.Nevertheless,in theworstcase(nearlyevery

recordsatisfiesthe querycondition)the queryperformancecanbe proportionalto the sizeof the

wholedataset.

For theaggregationapplicationswehave in mind,e.g.real-timeinteractive querymenus,

theaggregationresultsaretypically neededfast.In thisthesis,weexploretechniqueswhichimprove

the aggregationqueryperformance.The key ideais that insteadof maintainingan index for the
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originalrecords,wemaintainanindex specializedfor eachaggregationproblem.Theindex haspre-

aggregatedinformation,which canbeutilized to improve thequeryperformance.As we will show

laterin thethesis,in somecircumstanceswegetpoly-logarithmic(versuslinear)queryperformance,

which is a big improvement.Experimentresultsshow thatour specializedindicescanbeover 100

timesfasterthanexisting indices.

Therestof thethesisis organizedasfollows. Chapter2 addressesthetemporalaggrega-

tion problem. Chapter3 discussesthe aggregation over multi-dimensionalpoint objects,while

chapter4 utilizes the point-aggregation solutionsto solve the spatial aggregation problem, i.e.

aggregating over objectswith spatial regions. While the above aggregation problemsfocus on

SUM/COUNT/AVG aggregates,chapter5 presentssolutionsto MIN/MAX aggregationproblems

over spatialobjects. Chapter6 addressesthe temporalandspatio-temporalaggregationproblem

with multiple time granularities.Finally, chapter7 containsourconclusionsandfuturework.
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Chapter 2

Temporal Aggregation

2.1 ProblemDefinition

Thefirst aggregationproblemwe addressin this thesisis temporalaggregation.With the

rapidincreaseof historicaldatain datawarehouses,temporalaggregateshavebecomepredominant

operatorsfor dataanalysis.Computingtemporalaggregatesis asignificantlymoreintricateproblem

than traditional aggregation without the time dimension. This is becauseeachdatabasetuple is

accompaniedby a time interval duringwhich its attributevaluesarevalid. Consequently, thevalue

of a tuple attribute affects the aggregatecomputationfor all thoseinstantsincludedin the tuple’s

time interval.

Many approacheshave beenrecentlyproposedto addresstemporalaggregationqueries

[Tum92, KS95, YK97, GHR+ 99, MLI00, YW01]. Earlier work focusedon the instantaneous

temporalaggregationproblem,i.e. computetheaggregatevalueover objectswhosetime intervals

containsa query time instant. The most efficient one is the SB-treeproposedby [YW01]. The
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samepaperalsoshowedhow to combinetwo SB-treesto solve amoregeneralcumulativetemporal

aggregationproblemwhich canrestricttemporalaggregationto a giventime interval. However, all

of themhave consideredtheso-calledscalar temporalaggregates,wherethe temporalaggregates

arecomputedover thewholekey rangeof thedatabaserelation.Herewe addressthemoregeneral

range-temporal aggregation problem(RTA). In this problem,the temporalaggregateis restricted

by a time interval AND akey range. More formally,

� range-temporal aggregation (RTA): Givena setof temporalrecords,eachhaving a key, a

time interval anda value,computethetotal valueof recordswhosekeys arein a givenrange

andwhoseintervals intersectagiventime interval.

An exampleof anRTA queryis: “find theaverage salaryover thepasttenyears of all

peoplewhoselast namesstart with ‘B’ ” . Sincehistoricalwarehouseshave large sizes,the RTA

query is a very useful andpracticaloperationas it enablesthe warehousemanagerto focus the

aggregation to any time-interval and/orkey-rangein the warehouse.The RTA problemis more

generalthanthe scalartemporalaggregationssincethe scalarproblemis a specialcasewhenthe

querykey rangeis thewholekey space.Ourapproach[ZMT+01] wasthefirst whichaddressedthis

problem.

ThischapterconcentratesontheSUM, COUNTandAVG aggregates.Wefirst reducethe

RTA queryinto two subproblems,namelythe less-key, single-timequeryandthe less-key, less-time

query. We thenproposea new index structurecalledtheMultiversion SB-Tree(MVSBT)to solve

thesequeries.Theproposedstructureincorporatesfeaturesfrom boththeSB-Tree[YW01] andthe

Multiversion B-Tree(MVBT) [BGO+96]. By usingtwo MVSBTs we canmaintainandcompute
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RTA queriesvery efficiently. In particular, computinganRTA takesO(��
������ ) I/Os, where � is the

capacityof a disk pageand � is thenumberof tuplesin thewarehouse.UpdatingtheMVSBT is

doneincrementallyastuplesareupdated(anupdatetakesO(��
������ ) I/Os, where � is thenumber

of differentkeys insertedinto thewarehouse).Thespaceis boundedby O( � � ��
�� � � ).

We comparethe performanceof our approachagainstusinga single index that first re-

trievesthe tuplesof the warehousewhich satisfythe RTA key-rangeandtime-interval predicates,

andthencomputesthe aggregateon the retrieved tuples. Possiblechoicesfor this index is a tra-

ditional multidimensionalindex (like an R*-tree [BKS+90]) or a temporalindex (like theMVBT

[BGO+96]or theTSB-tree[LS89]). We usetheMVBT sinceit optimally solvesa range-snapshot

query(“find all tupleswith keys in range� that werealive at time � ”) [ST99]. Our initial experi-

mentalresultsshow thatour approachprovidessuperiorperformancein computingRTA queriesat

theexpenseof asmallspaceoverhead.It shouldbenotedthatsincethetemporalaggregationquery

caninvolve arbitrarykey rangesnoneof thepreviously proposedscalarmethodsis applicable.For

example,theobvious approachof having a separateSB-Treefor eachpossiblekey rangewill not

beefficientbecauseof thelargespacerequirements.

The restof the chapteris organizedas follows. Section2.2 discussesbackgroundand

previouswork. Theproblemreductionis addressedin section2.3.TheMVSBT index is introduced

and analyzedin section2.4. Section2.5 discussesresultsfrom our experimentalcomparisons.

Finally, section2.6presentsconclusions.
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2.2 Background

WefirstdescribepreviousresearchontemporalaggregationqueriesincludingtheSB-tree.

We thendiscussthe temporaldatamodelassumedin our work andprovide a shortdescriptionof

theMVBT.

2.2.1 Previouswork on temporal aggregates

We considerfour criteria for measuringthe efficiency of a methodthat supportstem-

poral aggregates. (1) The methodshouldmaintainthe aggregatesincrementallyastuplesare in-

serted/updated.(2) Thecostof insertinga new tupleshouldbeindependentfrom thetuplekey and

from the lengthof the tuple’s interval. (3) Themethodshouldbedisk-based,and,(4) themethod

shouldsupportnotonly instantaneousbut cumulativetemporalaggregatesaswell [YW01, MLI00].

Theresultof aninstantaneoustemporalaggregateat a giventime instantis computedfrom thetu-

plesvalid at thatinstant.Thevalueof acumulative temporalaggregateat instant� is computedfrom

thetupleswhoseintervalsintersectinterval [ �����! "� ], for any givenwindowoffsetw.

[Tum92]presenteda non-incrementaltwo-stepapproachwhereeachsteprequiresa full

databasescan. First the intervals of the aggregateresult tuplesarefound andtheneachdatabase

tuple updatesthe valuesof all result tuplesthat it affects. This approachcomputesa temporal

aggregate in O(#$� ) time, where # is the numberof result tuples(at worst, # is O(� ); but in

practiceit is usuallymuchlessthan � ). Note that this two-stepapproachcanbeusedto compute

range-temporalaggregates,however the full databasescansmakesit inefficient. [KS95] usedthe

aggregation-tree,amain-memorytree(basedonthesegmenttree[PS85])to incrementallycompute

temporalaggregates.However thestructurecanbecomeunbalancedwhichimpliesO(� ) worst-case
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time for computinga scalartemporalaggregate.[KS95] alsopresentedavariantof theaggregation

tree,thek-orderedtree,which is basedon thek-ordernessof thebasetable;theworstcasebehavior

thoughremainsO(� ). [GHR+99, YK97] introducedparallelextensionsto theapproachpresented

in [KS95]. [MLI00] presentedanimprovementby consideringa balancedtree(basedon red-black

trees).However, this methodis still main-memoryresident.[GAE00] proposedthedynamicdata

cubewhichaddressestheproblemof answeringmultidimensionaldatacuberange-sumqueries.The

dynamicdatacubecanalsohandlehalf-openinterval updates.However, their index hasa static

structurebasedonthesizesof thedatacubedimensions.A seminalwork onincremental,disk-based,

scalartemporalaggregatecomputationappearsin [YW01], wheretheSB-treeindex is introduced.

Sinceour work draws from the SB-treewe will discussits propertiesbelow; for moredetailswe

referto [YW01].

2.2.2 The SB-tree

The SB-treeincorporatespropertiesfrom both the segmenttree[PS85]andthe B-tree.

The segmenttreefeaturesensurethat the index canbe updatedefficiently whentupleswith long

intervalsareinsertedor deleted.TheB-treepropertiesmake thestructurebalancedanddisk-based.

ConceptuallytheSB-treeindexesthetimedomainof theaggregatedtuples.Eachinterior treenode

containsbetween� /2 and � records,eachrecordrepresentingonecontiguoustimeinterval. For each

interval, aspecialvalueis alsokeptin therecordthatwill beusedto computetheaggregateover this

interval. Intervalsarekeptin bothinterior andleafnodes.Moreover, theoverall interval associated

with anodecontainsall intervals in thenode’s subtrees.
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An advantageof [YW01] is that an instantaneoustemporalaggregate is computedby

recursively searchingthe SB-tree(startingfrom the root) and accumulatingthe aggregatevalue

alongthe treenodesvisited. This resultsin fastaggregatecomputationtime, namely, O(��
��%�%� ).

Note thata special“compaction”algorithmis alsopresentedthatmergesleaf intervals with equal

aggregatevalues. This canreducethe heightof the treeandhenceits aggregatecomputationto

O(��
�� � # ).

The secondadvantageof the SB-treeis its fastupdatetime, which is also logarithmic.

Theinsertionof a new tuplewith interval & andattributevalue ' is first directedinto theroot node.

Eachrootrecordwhosetimeinterval is fully containedin & is updatedby value ' (thekind of update

dependson the aggregatemaintainedby the SB-tree). Whenever interval & is partially contained

by a root record,it is recursively insertedin thesubtreeunderthis root record.TheSB-treeallows

physicallydeletingtuplesfrom thewarehouse.Sucha deletionis representedasan insertionof a

new tuplewith anegative attributevalue ' .
To supportcumulative SUM, COUNT andAVG aggregateswith arbitrarywindow offset

� , two SB-treesareused,onemaintainingtheaggregatesof recordsvalid at any giventime,while

theothermaintainingtheaggregatesof recordsvalid strict beforeany given time. To computethe

aggregationquery, theapproachfirst computestheaggregatevalueat theendof interval � . It then

addstheaggregatevalueof all recordswith intervalsstrictly beforetheendof � andfinally subtracts

theaggregatevalueof all recordswith intervalsstrictly beforethebeginningof � . Finally, we note

thataspecialextensionof theSB-tree(themin/maxSB-tree)canbeusedto supportMIN andMAX

aggregates,too.
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2.2.3 Temporal Data Model

For simplicity, we assumethat eachtuple in the warehouseis storedas a recordthat

containsakey, a timeinterval andanattributewhosevalueis to beaggregated.Wefollow theFirst

Temporal NormalForm(1TNF)[SS88]whichspecifiesthatthereareno two tupleswith equalkeys

andintersectingintervals.Without lossof generality, weassumethatbothkeysandtimeinstantsare

positive integers. Let thekey spacebe (*)+ "#-,%.	��/10�2 andthe time spacebe (*)+ "#-,�.3�4&5#6/72 . A time

interval (or &8�9�"/:�+'%,<; in short)hasthe form: [ =1�>,��+�? @/:� � ) where )BAC=D�E,%�+�GFH/:� � AI#-,%.J�E&8#6/ .
An interval reducesto a time instantwhen /1� �6K =1�>,��+�MLN) . Similarly, a key range(or ��,%�PO</ in

short)hasthe form [ ;RQS�T @U�&VO<U ) where )�AW;XQS�YFZU[&VO<UNA\#-,�.P��/:0 . A rangereducesto a key

when U[&VO<U K ;XQ7�]L^) . For two ranges��_ , �7` which do not intersect,we say ��_ is lower than �D` if

� _:a U�&8O<UbAc� `Sa ;XQS� . A record��/Dd is aliveattime � if �fe$�g/Dd a &5�9�>/1�S'<,%; . A rectangleh in thekey-time

spaceconsistsof ankey rangeh a ��,%�PO</ anda time interval h a &5�9�>/1�S'<,%; . A record. is &8� rectangle

h if . a ��/:0$e$h a ��,��PO</ and . a &8�9�>/1�+'%,<; intersectswith h a &8�9�"/:�+'%,<; .
Whenconsideringtemporaldata,it is importantto distinguishthe time modelusedby

the temporalapplication. In the temporaldatabaseliteraturetwo time dimensionshave beenpro-

posed,namelythevalid-timeandthetransaction-time[J+98]. Thekind of updatessupportedonthe

temporaldatadependson whethervalid-time or transaction-time(or both) is supported[KTF98].

In a valid-timeenvironmentwhena tuple is insertedin thedatabase,its associatedinterval is fully

known. Moreover, tuplescanbe addedanddeletedfrom the databasein any order. After a tuple

is deletedits recordis physicallyremoved from thedatabase(andthuscannotbefurtherqueried).

TheSB-treehasbeendesignedfor thevalid-timeenvironment.In contrast,a transaction-timeenvi-

ronmentassumesthat tupleupdatesarrive in thedatabaseorderedby time. Hence,whena tupleis
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insertedat time �Ei , its record’s interval is initiatedas[ �Ei4 "��QS� ) where��QS� is avariablerepresenting

theever increasingcurrenttime(in practice,variable��QS� is storedas #-,%.J�E&8#6/ ). However, a tuple

deletionis not physicalbut logical. For example,if theabove tupleis deletedat time �Vj its record’s

interval /:� � is updatedfrom ��QS� to �Vj . That is, the recordis still maintainedin thedatabaseand

canbequeried.Sincedeletionsarelogical, in a transaction-timeenvironmentwecannotchangethe

past. Equivalently, the transaction-timemodelmaintainsthe history of a time-evolving database.

Theability to changethepastis usefulin caseswhereerrorsarediscoveredin the recordedinfor-

mation.

In this chapterwe assumethat the warehousefollows the transaction-timemodel. We

feel that this is a practicalscenariosincein many applicationschangesarrive in their time order.

Furthermore,in ourview, thenumberof erroneoustuplesin adatawarehouseis muchsmallerthan

the correctonesand,if needed,any correctionscanbe kept separately. Moreover, few errorsare

usuallynot importantwhenconsideringaggregatevaluesover a largenumberof tuples.Assuming

the transaction-timemodelhasa major influenceon the index usedto supportaggregatequeries.

Sinceupdatesarrive in order, theindex doesnothave to orderthem.

2.2.4 Partially PersistentB-tr ees

A datastructureis calledk	/:�g=D&4=D�>/1�9� if anupdatecreatesa new versionof thedatastruc-

turewhile thepreviousversionis still retainedandcanbeaccessed.If theold versionis discarded,

thestructureis called />k	U3/:#6/1�+,<; . Partial persistenceimplies thatupdatesareappliedonly at the

latestversionof thedatastructure,creatinga linear versionorder. Clearly, partial persistencefits

nicelywith thenotionof transaction-time;versionnumberscanbereplacedby theorderedsequence
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of time instants.As wewill show, theMVSBT is aSB-treemadepartiallypersistent.Ourapproach

hasbeeninfluencedby the MVBT [BGO+96] which is a structurethat makesa B+-treepartially

persistent.

Conceptually, theMVBT is agraphthatmaintainstheevolutionof aB+-treeover time. It

hasmany roots,eachresponsiblefor accessingtheB+-treeasit wasduringa specifictime interval.

The MVBT partitionsthe key-time spaceinto rectangleswhereeachrectangleis associatedwith

exactly onedatapage. A tuple’s recordis storedin all the datapageswhosekey-time rectangle

containsthetuple’s key andintersectsits interval. Thepagerectanglesarecreatedrecursively. As

recordsareinsertedinto a certainpageof a MVBT, this pagemayoverflow. Then,thepage’s alive

recordsarecopiedto anotherpage. The kind of copying is basedon the numberof alive records

in the overflowed page. A time split simply copiesall alive recordsinto a new page. If many

alive recordsexist, thetime split is followedby a key split thatdistributestheminto two new pages

accordingto themedianof their key attribute.

Datarecordsareinsertedin theMVBT in increasingtime order. An importantfeatureof

theMVBT is that it guaranteesa minimumkey densityfor every page.In particular, for any time

� in thepage’s rectangle,thepagecontainsat least
�

recordsthatarealive at � , where
�

is linearto

thepagecapacity. If afteradeletion,thekey densityof thepagedropsbelow thethreshold
�

(weak

underflow), thealive recordsin thepageanda sibling pagearecopiedinto a new page.To avoid

frequentmerge/splits,thenumberof recordsin a new pagemustbebetweena lower boundanda

higherbound(strongcondition).
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TheMVBT optimally solves(in linearspace)the range-snapshotquery: “find all tuples

with keys in range� thatwerealive at time � ”. If thequeryanswerhassize = , theMVBT findsthis

answerin O( lR��
������mLn=So+�qp ) I/Os.

2.3 ProblemReduction

t1 t2 time

+v

k

key

t1 t2 time

k

key

-v

t1 t2 time

k

key

+v

(a) insertion:LKST (b) deletion:LKST (c) deletion:LKLT

Figure 2.1: Transforming the insertion and (logical) deletion operations.

SinceAVG = SUM / COUNT, wefocusonSUM andCOUNT. Below wereduceanRTA

queryfor SUM(COUNT)to two sub-queries.

Definition 1 Givena temporal relation r , key � and time � , a less-key, single-time(LKST)query

findstheaggregatevalueof all tuplesfrom r whosekeysarelessthan � andwhoseintervalscontain

� .

Definition 2 Givena temporal relation r , key � andtime � , a less-key, less-time(LKLT) queryfinds

theaggregatevalueof all tuplesfrom r whosekeys are lessthan � andwhoseendtimesare less

thanor equalto � .
Intuitively, a tuplewith /:� � Ac� hasbeenalivestrictly beforetime � .
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Theorem 1 SolvingtheRTA queryfor SUMandCOUNTis reducedto solvingtheLKSTandthe

LKLT queries.

Proof: We useSUM in theproof sincethesamediscussionholdsfor COUNT. Let thequery

rectanglebe[ ��_1 @��` ) x [ �q_s "�>` ). Let �>t K �E`u�n) andlet � K (v��_1 @�g`72 . If we only considertupleswith

keys in � , theSUM of thevaluesof tupleswhoseintervals intersect[ �@_1 "�>t ] is equalto thetheSUM

of thevaluesof thosetuplesaliveat � t plusthatof thosetuplesalive strictly before� t minusthatof

thosetuplesalivestrictly before�q_ . Thiscanbedescribedby thefollowing equation:

wyx{z}|�~:�q� �4�s�4�8�"����� wyx�z}|�~:�5�8�?�[�6wMx{z}|�~:�E�q�[���6�8�q�
� wyx�z}|�~:�4�?�[����� � �

We now considerall thetuplesalive at �>t . �����H�R�S "�Et72 canbecomputedastheSUM of thevalues

of the tupleswhosekeys arelessthan �g` minustheSUM of the tuplesof the recordswhosekeys

arelessthan ��_ . Or,

wMx{z}|�~:�4� � ��� wyx{z}|��g�q�����7�D�4� � � � wyx{z}|��g�q�!�b� � �4� � �
� �y�mw9 ¡|�� � �5�8�s� � �M�mwP ¢|��+�?�5�8�?�

Similarly, we have:

wMx{z}|�~:�E�q�[���B�8�?��� �y�m�� ¡|R� � �4�8�q� � �y�m�� ¡|R�S�q�4�8�q�
wMx{z}|�~:�E�q�[���B�4�@��� �y�m�� ¡|R� � �4�4�£� � �y�m�� ¡|R�S�q�4�4�£�

Hence,weget:

¤  ¦¥¢|5� �S�:�E� � �"�?� �4�1�5�8�£����� �y�§wP ¡|R� � �4�8�?�[�6�y�m�� ¡|R� � �4�8�q�
� �y�m�� ¡|R�S�q�4�4�£� � �y�§wP ¡|R�S�?�4�8�q�
� �y�m�� ¡|R�S�q�4�8�q� � �y�m�� ¡|R� � �4�4�£� (2.1)

ThusaRTA queryis reducedto two LKST queriesandfour LKLT queries.
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In orderto supporttheRTA queries,wewill presentanaccessmethodthatcombinestwo

index structures:oneindex supportingtheLKST queriesandtheothersupportingtheLKLT queries.

Accordingto equation2.1above, anRTA aggregationqueryis transformedto six point queriesfor

the LKST andLKLT indices. It remainsto show how insertingandupdatinga temporaltuple is

representedby eachof theLKST andLKLT indices. Insertinga new tupleaffectsonly theLKST

index. In particular, to inserta tuplewith key � andvalue ' at time � _ , theLKST index shouldadd

' to all thepointsin (v�GL¨)+ "#-,%.	��/:0[2 x ( � _  "#-,%.J�E&8#6/S2 (figure2.1a).We denotesuchanoperation

in theLKST index asaninsertionof ©V�!L})+ "�q_?ªf«g' . Logically deletinga tupleaffectsbothindices.

To logically deletetheabove tupleat a latertime �E` , theLKST index shouldsubtractvalue ' from,

or equivalently, addvalue �{' to, all thepointsin (v�¬L­)+ "#-,%.	��/10�2 x ( �>`+ "#-,�.3�4&8#6/S2 (figure2.1b).

This is denotedasan insertionof ©V�®L¯)+ "�>`DªG«°�{' . This logical deletionis alsotransformedinto

an insertionin the LKLT index: addvalue ' to all the pointsin the rectangle(v�®L¯)+ "#-,�.P��/:0[2 x

( � `  "#-,�.3�4&8#6/S2 (figure2.1c),which is denotedas ©V�!L})+ "� ` ªf«�' .
HenceboththeLKST andLKLT indicescanbeimplementedby thesamestructure.This

structureshouldsupport: (1) Efficient insertionoperationsof the form: “given key � , time � and

value ' , add ' to the valuesassociatedwith all the points in the rectangle[ � , #-,�.P��/:0 ) x [ � ,
#-,%.J�E&8#6/ )”; (2) Efficient point queriesas in: “given key � andtime � , find the valueassociated

with thispoint in thekey-time space”.

Now we focuson designingsucha structure. First, let’s assumethe time dimensionis

fixedto sometime instant � andfocuson thekey dimension.Thestructureshouldlogically storea

valueat every key in thekey space.This is expensive, sincetherearemany keys. If adjacentkeys

storethesamevalue,thekeys canbecombinedinto a key range.Sowhat really shouldbestored
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is a setof non-intersectingkey rangeswhoseunion is the key space,wherea value is associated

with eachrange.Now, theinsertionoperationneedsto updateall thestoredrangesthatintersect[ � ,
#-,%.	��/:0 ). Obviously, thesmaller � is, themorerangesneedto beupdated.Our goal is to have an

structurewhoseinsertiontime is independentto where � is. This scenarioremindsof theSB-tree

whichsupportsefficient insertionsof a time interval independentlyto whereandhow long thetime

interval is. So,by usinganSB-treefor thekey dimension,therequirementof efficient insertionis

satisfied.Therequirementof efficient point queryis alsosatisfied,sincetheSB-treeis efficient in

finding thevalueassociatedwith any givenpoint.

Sofarwehave foundthesolutionfor afixedtime instant.To find asolutionfor thewhole

time space,a naturalextensionis to make anSB-treepartially persistent.Logically, thepartially-

persistentSB-tree(alsocalledMultiversionSB-tree)is equivalent to a seriesof SB-trees,oneat

eachtime instant. An insertionoperationanda point query involving time � aredirectedto the

SB-treecorrespondingto � . Physically, of course,it is too expensive to storea separateSB-tree

at every time instant. The featuresfrom the MVBT canbe appliedto reducethe space. While

logically equivalentto a setof B+-trees,oneat eachtime instant,theMVBT nicely embedstheset

of B+-treesin suchaway thattheoverall spaceis linear[BGO+96]. Hencea MultiversionSB-tree

satisfiestherequirementswe hadsetfor thestructuredesign.

2.4 The Multi versionSB-tree

TheMVSBT is a new index thatsupportsefficiently the insertionoperation:“givenkey

� , time � andvalue ' , add ' to thevaluesassociatedwith all thepointsin therectangle[ � , #-,%.	��/:0 )
x [ � , #-,%.J�E&8#6/ )”; andthepoint query:“givenkey � andtime � , find thevalueassociatedwith it”.

16



2.4.1 BasicIdea

The MVSBT is a directedacyclic graphof disk-residentnodesthat resultsfrom incre-

mentalinsertionsto aninitially emptySB-tree.It hasa numberof SB-treeroot nodesthatpartition

thetime spacein suchaway thateachSB-treeroot standsfor a disjoint time interval andtheunion

of theseintervalscoversthewholetime space.A point queryfor a certaintime instant� is directed

to the root nodewhosetime interval contains� . Referencesto the root nodesaremaintainedin a

structurecalledroot* whichcanbeimplementedasaB+-tree.

Therearetwo typesof pagesin a MVSBT: the index pagesandthe leafpages, all having

thesamesize. An index pagecontainsrouterspointing to child pages,while a leaf pagedoesnot.

For simplicity, weassumethatbotha leafpageandanindex pagehave thesamemaximumcapacity

of b records.A leaf record (onestoredin a leafpage)hastheform ©R��,%�PO</� "&5�9�>/1�S'<,%;E "'<,%;R±	/Sª where

��,��PO�/ , &8�9�"/:�+'%,<; givesa rectanglein thekey-time spaceand '%,<;�±P/ is anaggregatevaluewhich is

associatedwith every point in the rectangle. An index record (onestoredin an index page)has

theform ©R�+,%�PO</g "&8�9�>/1�+'%,<;4 "'<,%;R±P/� £d:U�&5; � ª . Comparedwith a leaf record,it hasa routerpointingto

somechild page.Eachpagek alsohasa rectangle,wherek a ��,%�PO</ is theunionof therangesof all

therecordsin thepageandk a &8�9�>/1�+'%,<; is thetime interval betweenthetime thepageis createdand

thetime thepageis copied.A pageis saidto bealive if it hasnot beencopiedyet. Thefollowing

propertyshows therelationshipsamongtherecordsin apage:

Property 1 All therecordsin aMVSBTpagehavenon-intersectingrectangleswhoseunionis equal

to this page’s rectangle.
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Sinceweassumethatinsertionscomein non-decreasingtimeorder, aninsertiononly goes

into analive pageandit only affectsthealive recordsin thepage.Consideranalive pagek andall

thealive recordsin k . Dueto property1, thekey rangesof theserecordsdo not intersectandtheir

unionis equalto k a ��,��PO</ . For easeof discussion,wedefinesometermsregardingthealive records

in k . Given a key �²e³k a �+,%�PO</ , a partly-covered record is onewhosekey rangeintersectswith,

but is not containedin, (v�	 "#-,%.	��/:0[2 ; a fully-covered record is onewhosekey rangeis containedin

(v�	 "#-,%.	��/:0[2 ; a first fully-covered record is a fully-coveredrecordwhosekey rangeis lower than

thatof any otherfully-coveredrecord. Obviously, for any key �´e6k a �+,%�PO</ , therecanbeat most

onepartly-coveredrecordandat mostonefirst fully-coveredrecord.If k is anindex page,we also

call thechild pagewhichis pointedto by thepartly-coveredrecordasthepartly-coveredchild page.

Sincearecordin theMVSBT hasarectangle(andnot justakey rangeasit wouldbeif we

hadkeptanSB-treefor eachtimeinstant),theinsertionalgorithmneedsto bemodifiedaccordingly.

Assumethe insertionof key � , time � andvalue ' (representedas ©V�	 "�"ª�«J' ) goesinto pagek . All

the fully-coveredrecordsin k shouldbe split vertically at � (andby adding ' to the valueof the

newly copiedrecord).If thereis a partly-coveredrecord,theinsertionalgorithmshouldrecursively

insertinto thepartly-coveredchild page;at theleaf level, thepartly-coveredrecordis split into three

(vertically at � andthenhorizontallyat � , adding' to thetop-rightcopy).

If an insertioncausesa pageto have morethan � records,an QS'</1�gµP;RQS� occurs.All the

alive recordsin thepageis copiedto a new page,andthe =D�E,%�+� timesof all thecopiedrecordsare

changedto the currentinsertiontime. We call suchan copy operationa time split. After a time

split, thenewly generatedpagemaybealmostfull. In sucha case,a few subsequentinsertionsin

thepagetriggera time split again,resultinga spacecostof ¶ (1) block per insertion.To avoid this
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phenomenon,we requirethat after a time split, the new block shouldhave at most µ�·%� records,

whereconstantµ�e¸�X¹� 1)D2 is calledthestrongfactor. Wecall this requirementthestrongcondition.

If a newly generatedpagedueto a time split strongoverflows(having morethan µ-·g� records),it

is key split, that is, it is split into two (or more,if µ is small)by key andtherecordsaredistributed

evenlyamongthesepages.

2.4.2 Optimizations

In this sectionwe discussthreeoptimizationtechniqueswhichapplyto theMVSBT.

Aggregationin a Page

It is expensive to split all the fully-coveredrecordsin a page(eachinsertionintroduces

¶º�V�:2 records).We proposeanoptimizationtechniquewhich ensuresthat if thereis no overflow, at

mostone(“representative”) recordis split in a page.Theideais thatwe only split therecordwith

thesmallestkey range(thepartly-coveredrecordfor adatapage,or thefirst fully-coveredrecordfor

an index page).This split physicallyaddsa value ' to only onerecord.We refer to this operation

aslogical splitting. In orderto deliver thecorrectresponseto a query, we have to modify thepoint

queryalgorithmin the following way. A point queryof ©V�	 "�£ª still aggregatesthevaluesof all the

recordscontainingthepoint alonga pathfrom root to leaf; but thevaluefor eachsuchrecord �g/1d
in pagek is computedasthesumof all therecordsin k whoseintervalscontain� andwhoseranges

contain � or arelower than � .
This optimizationalsoaffectsthekey-split procedure.Beforethekey split of pagek , the

actualvalueof analive recordis computedasthesumof thevaluesof all thealive records‘below’
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it (i.e., recordshaving a smallerkey range).If we key-split k into two pages,thesumof valuesof

all the recordsin the pagewith the lower rangeshouldbe addedto the lowestrecordin the page

with thehigherrange.

RecordMerging

Recordmerging, if applicableallows to compactmorerecordsin a pageandthusleads

to lessoverall space.Two leaf records;R�g/1d7_ , ;R�g/1ds` in the samepagecanbe mergedeitherhori-

zontally (timemerge) or vertically (key merge). A time mergecantake placeif (a) ;��g/DdD_ a ��,%�PO</ =

;R�g/1ds` a ��,��PO</ ; (b) ;R��/Dd7_ a /:� � = ;R�g/1ds` a =1�>,%�S� ; and(c) ;R�g/1d7_ a '%,<;R±	/ = ;R�g/1ds` a '<,%;R±	/ (figure2.2a).A key

merge cantake placeif (a) ;R�g/1d _1a &8�9�"/:�+'%,<; = ;R�g/1d `+a &8�9�"/:�+'%,<; ; (b) ;R��/Dd _1a U�&VO<U = ;R��/Dd `7a ;XQS� ; and(c)

;R�g/1ds` . value= 0 (figure2.2b).

lrec1 lrec2

v v

lrec

v

(a) time merge

v
lrec v

0

lrec1

lrec2

(b) key merge

Figure 2.2: Time merge and key merge of two records.

Theindex recordscanbemergedsimilarly. Thedifferenceof merging index recordsfrom

merging leaf recordsis that two index recordscanbemergedonly if they point to thesamechild

page.

PageDisposal

Sinceweallow many insertionsat thesametimeinstantweshouldupdatetheindex about

the “net” effect of theseinsertions.However, our algorithmsprocessoneupdateat a time. Hence
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Figure 2.3: An example of insertions in an MVSBT.
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we introducethe page-disposaloptimization,which sparesthe index from “intermediate”results.

If a pagewhich is createdat time � takessomesubsequentinsertionsalsoat � andoverflows, after

thepageis time split andkey split, thepageitself aswell asthe index recordpointing to it canbe

physicallyremovedfrom theindex. Thisoptimizationsavesspace,too.

2.4.3 An Example

In this section,we assume� K¼»
and µ K ¹ a¾½ . Initially, theMVSBT hasoneroot page,

hT_ , which is alsoa leaf. Thereis onerecordin it having '<,%;R±P/ K ¹ (figure2.3a).After we insert

©V¿+¹� @¿gªT«M) , therecordis split (figure2.3b). To insert ©>):¹� @ÀgªT«Á) , only thepartly-coveredrecordis

split (figure2.3c).

The insertionof ©VÂ+¹� "Ã%ª¬«°) causesan overflow (figure2.3d). A time split copiesall the

alive recordsinto a new page.If thenew pagesatisfiedthestrongcondition,it would beregistered

asthenew root andthe insertionwould becomplete.However, it strongoverflows. Soa key split

takesplacewhich distributesthe recordsevenly into two pages(figure2.3e). Note how thevalue

of thefirst recordin thepagewith higherrangeis modified. The treeafter the insertionis shown

in figure2.3f. We now considerthe insertionof ©>):¹� ½ ªG«Ä��) . In thealive root h�` , thefirst fully-

coveredrecordis split, andtheinsertionrecursively goesto thepartly-coveredchild pageÅ . Since

thereis no partly-coveredrecordin Å , thefirst fully-coveredrecordis split. Theresultis shown in

figure2.3g. Yet anotherinsertionof © ½  ½ ª�«y) would leadto a time merge in h ` anda time merge

in Å .
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2.4.4 DetailedAlgorithms

Thischapterformally describestheinsertionandpointqueryalgorithmsfor theMVSBT.

To beclear, in theinsertionalgorithmweomit thedetailsof theoptimizationsgivenin section2.4.2.

Algorithm PointQuery(Key
�
, Time

�
)

1. Find theroot pageÆ which is aliveat
�
;

2. ReturnPagePointQuery(Æ �>���5� ).

Algorithm PagePointQuery(PageÆ , Key
�
, Time

�
)

1. Ç = 0;

2. for every record
~:�?È

in Æ do

3. if
~:�sÈ

is aliveat
�

and
~:�?È1É Ê�ËsÌc���

then

4. Ç � Ç �$~:�sÈ:É ÇSÍ Ê�Î<� ;
5. endif

6. endfor

7. if Æ is a leafpagethen

8. return Ç ;
9. else

10. Find therecord
~s�sÈ

whoserectanglecontainsÏ ���4�5Ð ;
11. return Ç + PagePointQuery(

~:�sÈ:É È@Ñ�ÒXÊ����>���5�
);

12. endif

Algorithm Insert( Key
�
, Time

�
, Value Ç )

1. // Find thepathof nodescontainingpartlycovered

// records

2.
Ê�� Ç �sÊ = 0;

3.
Ê�ËsÌ¦�:Óq� Æ%Í7Ô � = ReadPage(thelatestroot);

4. while
Ê�ËsÌ¦�:Óq� Æ%Í7Ô � is anindex pageand

Ê�ËsÌ¦�:Óq� Æ%Í7Ô � containsa partly-coveredrecord
ÒX~:�sÈ

, do

5. Æ%Í �5Ñ3� Ê�� Ç �sÊ��%�¸Ê�ËsÌ¦�:Óq� Æ%Í7Ô � ;
6.

Ê�� Ç �sÊ���� ;

7.
Ê�ËsÌ��sÓq� Æ<ÍDÔ � = ReadPage(

ÒX~:�sÈ:É ÈqÑgÒVÊ��
);

8. endwhile

9. // Handlelowestpage
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10. if
Ê�ËsÌ¦�:Óq� Æ%Í7Ô � is a leafpagethen

11. if
Ê�ËsÌ¦�:Óq� Æ%Í7Ô � hasenoughspacethen

12. if thereis apartly-coveredrecordthen

13. Split it in
Ê�ËsÌ¦�:Óq� Æ%Í7Ô � ;

14. else

15. Split in
Ê�ËsÌ��sÓq� Æ<ÍDÔ � thefirst fully-coveredrecord;

16. endif

17. else

18. Copy alive leaf recordsfrom
Ê�ËsÌ��sÓq� Æ<ÍDÔ � to buffer;

19. if thereis apartly-coveredrecordthen

20. Split it in buffer;

21. else

22. Add Ç to thefirst fully-coveredrecordin buffer;

23. endif

24.
Createnew leafpages(from recordsin buffer) and
storetheir referencesin �EQqk3,%�g/:�9� ;

25. endif

26. else//
Ê�ËsÌ¦�:Óq� Æ%Í7Ô � is anindex page

27. // similar to theleafpagecase;omit.

28. endif

29. // Handlethepageswhichcontainpartly-covered

// recordsbottom-up

30. for Õ �¸Ê�� Ç �sÊ ��Ö downto0 do

31. if Æ<Í �5ÑJ� Õ � hasenoughspacethen

32. if
�8Ë Æ%Í ~:�?��� is not emptythen

33. Insertrecordsfrom
�8Ë Æ%Í ~:�?��� to Æ%Í �5Ñ3� Õ � ;

34. endif

35. Split thefirst fully-coveredrecordin Æ<Í �5ÑJ� Õ � , if any;

36. else

37. Copy alive recordsfrom Æ%Í �5Ñ3� Õ � to buffer;

38.
Add ' to thefirst fully-coveredrecordin buffer, if
any;

39. Copy
�8Ë Æ%Í ~:�q��� to buffer if it is not empty;

40.
Createnew index pages(from recordsin buffer) and
storetheir referencesin �EQqk3,%�g/:�9� ;

41. endif

42. endfor
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43. // Decidewhetherto createa new root page

44. if
�8Ë Æ%Í ~:�?��� is not emptythen

45. Createanew root pagefrom recordsin
�8Ë Æ<Í ~s�?��� ;

46. endif

2.4.5 Complexity Analysis

For easeof discussion,weassumetherecordmergingandthepagedisposaloptimizations

arenot applied. Thoughthesetechniquesimprove performance,theworst-caseboundspresented

in thefollowing alsohold without applyingthetechniques.Let usdiscusstheimpactof thestrong

factor µ . Due to thestrongcondition,thereareat most µ-·g� alive recordsin a pagethathasbeen

created.In orderto guaranteea fan-outof at least2, µ hasto begreaterthan t � .
If apageoverflows, themaxnumberof new pagesto begeneratedis givenin lemma1.

Lemma 1 If a page overflows,thetimesplit andpossiblekey split will generateat most l _"× ØÙ L _t p
new pages.

Proof: If a leafpageoverflows, themaxnumberof alive recordsto becopiedis ��L¨) . Sothe

maxnumberof newly generatedpagesis l �8Ú _ÙSÛ � p . Since µÜ·+�TÝNÀ , l �8Ú _Ù+Û � p®AÞl _Ù L _t pßAZl _"× ØÙ L _t p .
Supposethelemmais truefor all thechild pagesof anindex pagek . If k overflows,themaxnumber

of alive recordsto becopiedis �°LIl _"× ØÙ L _t p��à) . Sothemaxnumberof newly generatedpagesis

givenby l �8Úfá"âVã äå Ú¢âæsç@è _ÙSÛ � p!ACl _Ù L _t ·�� _"× ØÙ L _t 24p!ACl _"× ØÙ L _t p .
After a pagek is createdandbeforeit is copied,theeffect of aninsertionin k maybethe

additionof somenew recordsandthelogicaldeletionof someothers.Theamountof additionsand

logicaldeletionsareboundedasshown in lemma2.
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Lemma 2 An insertionin an alive page p which doesnot overflowintroducesat most l _"× ØÙ LCét p
additionsandat most2 logical deletions.

Proof: Thereasonwhy thereareatmost2 logicaldeletionsis straightforward: For aleafpage,

thereis only onerecordto belogically deleted.This is thepartly-coveredrecord(if thereis one)or

thefirst fully-coveredrecord(otherwise).For anindex page,therecanbe0, 1 or 2 logicaldeletions:

If thepartly-coveredchild pageis time split, thepartly-coveredrecordis logically deleted;if there

is any fully-coveredrecord,thefirst fully-coveredoneis alsologically deleted.

We now focuson additions.For a leaf page,therecanbe1 or 2 additions(1 for a fully-

coveredrecordand2 for apartly-coveredone).Since¿ºACl _"× ØÙ L é t p , thelemmais correctfor a leaf

page.For anindex page,thepossibleadditionsarefrom splitting thefirst fully-coveredrecordand

from thetime split (andthenkey split) of thepartly-coveredchild page.Themaximumnumberof

additionsfrom splitting thefirst fully-coveredrecordis 1. Themaximumnumberof additionsfrom

splitting thepartly-coveredchild pageis l _"× ØÙ L _t p (lemma1). The total additionsis thusat most

l _"× ØÙ L é t p .
For any time � duringthelifespanof apagek , it is guaranteedthatthereis at leastacertain

numberof recordsin k whicharealive at � , asshown in lemma3.

Lemma 3 Given time t, any page p which is alive at t (exceptthe root) containsat least l ÙSÛ �` p
recordsaliveat t.

Proof: Let k�_1 Xk	`7 :·:·:·7 XkJê be the longestsuccessorpathto k , i.e. ë3&®eì(*)+ ".��­)?í8 Xk i Ú _ is a

successorof kJi and k ê K k . Sincek is not a root page,somewherein thepaththeremustbea key
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split. Let kJi betheresultof thelastkey split which occurin thepath.Supposewhen kJi wasabout

to begenerated,therewere .®·Dµ®·1���b0 records,where.�Ý]¿ and ¹®An0§F]µm·1� . Rightafter k i was

generated,thenumberof recordsin it is at least î ê Û ÙSÛ � è[ïê ð K îXµ¬·:�Ä� ïê�ð ÝCîXµº·s�Ä� ÙSÛ � è _`ñð K l ÙSÛ �` p .
Sincein apage,thenumberof additionsis nosmallerthanthenumberof deletions,for any time �s)
beforek i a /1� � , thereareat least l ÙSÛ �` p recordsaliveat �?) . For all òme¸( &<Ló)+ ".Jí , whenk�j is created,it

hasat least l ÙSÛ �` p recordsalive at �s) sincetherewereat leastthis many to becopiedfrom k j è _ and

thereis no strongoverflow. For any latertime beforek j�a /1� � , thenumberof alive recordsdoesnot

decrease.

Suppose� is thenumberof differentkeysever insertedinto theMVSBT. Lemma4 gives

theupperboundof theheightof aMVSBT in regardsto � .

Lemma 4 Theupperboundof theheightof anysub-treein a MVSBTis lR��
�� á åsô õöfç �X�÷L})D2Ep .

Proof: Givenatreein anMVSBT. Considereachtime instant�fe thelifespanof thetreeroot.

Sincethereareat most � differentkeys ever insertedin thetree,thereareat most �ZL¨) different

leaf recordswhicharealive at � . Sinceeachleaf pagealive at � containsat least l ÙSÛ �` p recordsalive

at � , thereareat most ø Ú _á å?ô õöfç leaf pagesalive at � . This alsomeansthat thereareat mostthis many

index recordswhich arealive at � andwhich point to thesepages.Soat onelevel up, thereareat

most ø Ú _á å?ô õöfç ö index pagesalive at � . This argumentis truefor all levelsuntil theroot,wherethereis

only onepagealive at � . Sothereareatmost lR��
�� á å?ô õö ç �X�÷L})D2>pfL}) levels.

Supposethereare � insertionsin a MVSBT. Theorems2 statestheworst-caseinsertion

cost,point querycostandthespacecomplexity, respectively.
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Theorem 2 For a MVSBT, the numberof disk page accessesis O(��
������ ) for an insertion and

O(��
��%��� ) for a point query. Thespacecomplexity is O( � � ·1��
��<��� ).

Proof: First, we examinetheworstcaseinsertioncost. An insertionoperationfirst traverses

the treefrom the latestroot pageto a leaf page,thentraversesback,requiringconstantnumberof

I/Ospernodealongthepath.Sincethetreeheightis lR��
�� á å?ô õöuç �X�÷L})D2Ep K­ù �X��
������³2 , aninsertion

needsO(��
��%��� ) I/Os.

Second,we examinethecostof apoint query. If theroot pagewhich is alive at thequery

time instantis found,it takesO(��
��%��� ) I/Os to answerapointqueryin theworstcase.If the ��Q+Q7�qú
is keptasa B+-tree,extra I/Os areneededto locatetheroot. Sinceaftera root pageis generated,it

takesat leastO(� ) insertionsfor it to overflow (lemma2), thereareO(�Mo+� ) root pages.So it takes

O(��
��%��� ) to locatetheroot in theworstcase.To sumup,a point queryneedsO(��
������ ) I/Os in the

worstcase.

Last, we examinethe worst casespacecomplexity. We considerthe total numberof

occupiedslotsin all the SB-treesembeddedin the MVSBT (if a recordis copied,the two copies

areconsideredto occupy differentslots). We will show thateachinsertioncreatesO(��
������ ) new

occupiedslots. We partition theoccupiedslotsinto two sets:in thefirst set,theoccupiedslotsare

createdfrom copying existing occupiedslots;therestarein thesecondset. Eachinsertioncreates

O(��
��%��� ) slotsin thesecondset(lemma2).

For thefirst set:We know thataftera pageis created,it takesat leastO(� ) insertionsfor

it to overflow (lemma2). Sowhena pageoverflows, therewereat leastO(� ) insertionsthatwent

throughthis pageafter it wascreated. On the otherhand,the overflow introducesat most O(� )
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occupiedslots in the first set. So we canamortizethe O(� ) occupiedslotsto the O(� ) insertions.

Thus eachinsertioncreatesO(1) amortizedcopiedslot for eachpageit goesthrough. Sincean

insertiongoesthroughat mostO(��
��%��� ) pages,aninsertioncreatesO(��
������ ) slotsin thefirst set

aswell.

To sumup, eachinsertioncreatesO(��
��%��� ) occupiedslots. Sofor � insertionsthetotal

numberof occupiedslotsis O(�b·g��
�� � � ). Now we considerthe minimumoccupancy of a page.

Eachnon-rootpagehasat least l Ù+Û �` p Kûù �V�:2 occupiedslots (lemma3). Clearly, except for the

lastroot,all theroot nodeshave a minimumoccupancy of
ù �V�:2 , too. Sothetotal numberof pages

occupiedby theSB-treesin anMVSBT is O( � � ·D��
�� � � ).

Now we considerthespaceoccupiedby the �+Q+QS�qú , if it is kept in a B+-tree. Sincethere

canbeat mostO(�Mo+� ) roots,thespaceoccupiedby theB+-treeis O(�Mo+� ` ). To addup, theoverall

spaceof theMVSBT is O( � � ·1��
�� � � ).

A corollaryof theorems1 and2 summarizestheperformanceof maintainingandcomput-

ing therange-temporalaggregatesasfollows.

Corollary 1 Usingtwo MVSBTs,a SUM,AVG,COUNTRTA queryis answeredin O(��
�� � � ) I/Os.

Theupdatecostis O(��
������ ) while thespacecomplexity is O( � � ·1��
������ ).

TheO(��
�� � � ) in theRTA querytime is dueto thetime neededidentifying therootof the

appropriateSB-treein theMVSBT graph.In practice,this searchcanbeevenfasterif all different

SB-treerootscreatedin the evolution arekept in a main-memoryarray, in which casethe query

time is reducedto traversingtheappropriateSB-tree,i.e.,O(��
��%��� ).
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2.5 PerformanceResults

We presentresultscomparingthe performanceof our approachwith a naive approach

wherethetemporalrecordsarekeptin a traditionaltemporalindex, theMVBT [BGO+96].

Thealgorithmsareimplementedin C++ usingGNU compilers.Theprogramsrun on a

SunEnterprise250Servermachinewith two 300MHzUltraSPARC-II processorsusingSolaris2.8.

Themainmemorysizeis 512MB. To comparetheperformanceof thevariousalgorithmswe use

theestimatedrunningtime. Thisestimateis commonlyobtainedby multiplying thenumberof I/O’s

by theaveragedisk pagereadaccesstime,andthenaddingthemeasuredCPUtime. Following the

practicein [APR+00],we measuretheCPUcostby addingtheamountsof time spentin ±	=S/:� and

=D0�=D�>/1# modeasreturnedby the O</:�E�+±	=7,gO�/ systemcall. We assumeall disk I/Os arerandom.A

randomdiskaccesstakes10msonaverage.Weusea4KB pagesize.For bothMVSBT andMVBT

we usedLRU buffering andthedefault buffer sizeis 64 pages.TheMVSBT usesa strongfactor

µ K ¹ a¾ü .
All thedatasetsweusewereinitially createdusingtheTime-IT software[KS98] andthen

transformedto addrecordkeys. We studiedtheeffect of bothuniformly distributedandnormally

distributedkeys. Eachdatasethas1 million records.The ��/:0	 @=D�E,%�+�q @/1� �  "'%,<;R±	/ attributesof each

recordareall 4 byteslong. The key spaceis [1, ):¹�ý ) and the time spaceis [1, ):¹�þ ). A dataset

contains10,000uniquekeys whereon averagethereare100 differentrecordswith the samekey.

We testeddatasetswith mainly long-livedintervalsandwith mainly short-livedintervals.

Figure2.4 shows thespacerequirementsfor theMVBT andthe two-MVSBT approach,

for adatasetwith uniformly distributedkeysandwith mainlylong-livedintervals.Thetwo-MVSBT
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approachusedabout2.5 timesmorespacethanthesingleMVBT. This is to beexpected,sincethe

worst casespaceof eachMVSBT hasa O(��
������ ) overhead.We observed a similar behavior for

theupdatetimeperinsertion/deletionaswell.
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Figure 2.5: Query performance varying QRS.

For the queryperformancewe measuredtheexecutiontime of 100 randomlygenerated

queryrectangleswith fixedrectangleshapeandsize. Theshapeof a queryrectangleis described
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by theR/I ratio, whereÿ is thelengthof thequerykey rangedividedby thelengthof thekey space

and � is the lengthof the querytime interval divided by the lengthof the time space.The query

rectanglesize(QRS)is describedby thepercentageof theareaof thequeryrectanglein thewhole

key-time space.
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Figure 2.6: Query performance varying buffer size.

Figure2.5 shows how muchfasterthe two-MVSBT approachis over theMVBT for the

RTA query. Clearly, the larger the QRSis, the moreadvantageousthe two-MVSBT approachis

over theMVBT. Whenthequeryrectangleis 50%of thewholekey-timespace,thetwo-MVSBT is

over 700timesfasterthanthenaive approach!This is to beexpected,sincethequeryperformance

of thetwo-MVSBT is independentto theQRS,while thenaiveapproachin theworstcasescansthe

wholedataset.Figure2.6comparesthequeryperformanceof QRS=1%of thekey-time spaceover

variousbuffer sizes.Again, thetwo-MVSBT approachis clearlysuperior.
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2.6 Conclusions

Temporalaggregateshave becomepredominantoperatorsin analyzinghistorical data.

This chapterexaminedtemporalaggregationqueriesin thepresenceof key-rangepredicates(RTA

queries).Suchqueriesallow thewarehousemanagerto focuson tuplesgroupedby somekey range

overagiventimeinterval. Weproposedanew index structure,theMultiversionSB-Tree(MVSBT),

for incrementallymaintainingandefficiently computingRTAs. Theaggregateswe consideredare

SUM, COUNT andAVG. The MVSBT hasvery fast (logarithmic)query time andupdatetime,

at the expenseof a small spaceoverhead.Initial performanceresultsshowed the benefitsof our

solution.
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Chapter 3

Point Aggregation

3.1 ProblemDefinition

Thetemporalaggregationproblemweaddressedin section2 dealswith temporalinterval

records.In this chapter, we discusstheaggregationover a setof multi-dimensionalpoint objects.

We areinterestedin efficiently computingthetotal valueor thenumberof pointswhich fall into a

given region. In particular, we focuson rectangularqueryregionswhile we point out thata more

complex region canbedecomposed(possiblywith someapproximation)into somesmallerrectan-

gular regions. As an example,considera databaseof house/apartment.Eachhouseor apartment

canbe representedby a spatialpoint representingits location. It alsohasa valueas the number

of residentsliving in it. Givenanarbitraryregion, theaggregationquerycomputesthenumberof

peopleliving in thatarea.

More formally, thepointaggregationproblemwe focuson is definedasfollows:
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� range-sum: given a collection � of point objectsanda queryrectangle� , computeSUM ����	��
���
���� ��� � and ��� ��������� is containedin ��� .
A rectangleis alsocalleda box. In the following of the thesis,we usethesetwo terms

inter-changeably.

= − − +

(a) (b) (c) (d) (e)

Figure 3.1: Range-sum and its reduction to dominance-sum.

An illustrationof range-sumqueryis shown in figure3.1a,wherethequeryresultis the

total valueof thetwo point objectsenclosedin thequerybox. Similarly, we candefinetherange-

count,range-average,range-max,range-minaggregationsfor straightforwardmeanings.Noticethat

therange-countproblemis aspecialcaseof range-sum,whenthevalueof every objectis 1.

In theprevioushouse/apartmentexample,eachobjectcorrespondsto a two-dimensional

point asthelocationof it. In general,therange-sumproblemcanaddresshigher-dimensionalcases

aswell. E.g. a three-dimensionalpoint objectcanbe a star in sky, or a two-dimensionalobject

which wasrecordedat sometime instant,wherethetime dimensionis consideredasanadditional

dimension.

Given two � -dimensionalpoints ���! ��#"%$'&'&'&($)�+*�, and -.�! �-/"'$'&'&'&($)-0*(, , we saythat �
dominates- if for every �1� �324$'&'&'&�$5�6� , �+798:-;7 . Intuitively, � dominates- if � is locatedto the

upper-right of - . Weherebydefineanotherpoint-aggregationproblem:
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� dominance-sum:givena collection � of point objectsanda querypoint � , computeSUM ����	��
���
���� ��� � and ��� ��������� is dominatedby � � .
Thedominance-sumisaspecialcaseof range-sum.Asshown in figure3.1b,thedominance-

sumcomputesthetotal valueof pointobjectslocatedto thelower-left of aquerypoint. It is equiva-

lent to a range-sum,wherethequerybox’s lower-left andupper-right cornersaretheorigin of space

andthedominance-sumquerypoint, respectively.

As illustratedin figure 3.1, a range-sumquerycanbe reducedto four dominance-sum

queriesin the two-dimensionalspace.In moredetail, to computethe total valueof points inside

querybox < (figure 3.1a),we computethe dominance-sumregardingthe upper-right cornerof <
(figure 3.1b), subtractthe total valuesof thosepoints to the left of < (figure 3.1c) and below <
(figure 3.1d), and finally addsthe total value of points dominatedby the lower-left cornerof <
(figure3.1e)sincethesepointsaresubtractedtwice. In the restof this chapter, we focuson index

structureswhich facilitatethecomputationof dominance-sums.

3.2 Disk-BasedExtensionsto the ECDF-tr ee

TheECDF-tree, which wasproposedby [Ben80], is a internal-memory, staticdatastruc-

turewhichcanbeusedto computedominance-sums.Wefirst review thestructure.Thenwepropose

two extensionsto it to thedisk-basedenvironmentwhichcanhandledynamicupdates.Themotiva-

tion for theextensionis that in databases,we handlemillions or billions of datarecords,wherewe

simplycannotassumethedatafits in memory.
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3.2.1 Review of The ECDF-tr ee

ECDF is a statisticalconceptstandingfor empiricalcumulativedistribution function. In

statistics,this functionregardinga set � of = point objectsis evaluatedat any givenpoint � asthe

numberof objectsin � dominatedby � dividedby = . [Ben80] proposeda datastructurecalledthe

ECDF-treewhich canbe usedto answerthedominance-countquery. With slight modification,it

canbe usedto solve the dominance-sumqueryaswell. The 1-dimensionalECDF-treeis simply

a sortedarray. To find out how many pointsaredominatedby a given point, a binary searchon

this arrayis performed.To answerthedominance-sumquery, a binary treeshouldbe maintained

instead.Theleafnodescorrespondto the1-dimensionalpoints.Along with eachinternalnode,the

sumof all pointsin theleft sub-treeis stored.

X

Y

x

y

Figure 3.2: The ECDF-tree partitions the points into two groups.

For the 2-dimensionalcase,the ideaof the ECDF-treeis shown in figure 3.2. All the

pointsaresortedanddividedevenly into two groups,basedon the � -dimension.For eachgroup,an

ECDF-treeis built recursively. Thepointersto thetwo sub-treesarestoredat theroot node.Also,

theroot nodemaintainsa 1-dimensionalECDF-treefor the - -valuesof all pointsin theleft group.

In orderto answera dominance-sumqueryregardingquerypoint � �> ��?$@-6, (e.g. thelargedot in

figure3.2), � is checked againstthedividing A positionfirst. Since� falls in the right group,the

queryresultis thesumof two parts.Thefirst partis thesumof right-grouppointsthataredominated
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by � . It canbecomputedby recursively queryingtheright sub-tree.Thesecondpart is thesumof

valuesof theleft-grouppointswhoseB valuesaredominatedby - . This is computedby querying

the1-dimensionalECDF-treestoredat theroot. If � hadfallen into theleft group,a recursive call

to theleft sub-treewouldbesufficient. Generalizationto the � -dimensionalcaseis straightforward.

The � -dimensionalECDF-treewith � pointsoccupiesC� �1DFE;G *IH "J � , space,needsC� �1DFE;G *IH "J � ,
preprocessingtimeandanswersadominance-sumqueryin CK DLE;G *J � , time.

3.2.2 The One-DimensionalECDF-B-tree

Onemajordifferencebetweena internal-memorydatastructureandanexternal-memory

index structureis thateachnodein anexternal-memorystructurecommonlyhasafixedsize,which

is usuallymuchlargerthanthenodesizeof aninternal-memorydatastructure.A classicalexample

is thebinary-searchtreeversustheB+-tree.Bothstructuresmaintainasetof recordssortedby some

searchkey andcanefficiently find a recordgiven a key. In the formercase,eachnodein the tree

structurecontainsonerecordandthusthenodesizeis small. In thelattercase,however, eachnode

hasa muchlargerbut fixedsize(e.g.16KB), andthuseachnodecanhold morerecords(e.g.200).

In thedisk-basedenvironment,we carehow many disk I/Os areused,sinceto a disk accessis over

a thousandtimesslower thana memoryaccess.While for eachdisk access,a block of data(16KB

or so)is read.Thatis why theB+-treesuitsexternal-memoryneedswhy thebinarysearchtreeis a

internal-memorystructure.

Now wediscusshow toextendtheECDF-treetohandledynamicupdatesanddiskstorage.

We call theextendedstructuretheECDF-B-tree. For clarity, we presenttheone-dimensionalcase

first. In the1-dimensionalcase,anECDF-B-treeis aB+-treewhereeachindex recordis augmented
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with two M � �;� � � values(to beexplainedlater). As in a B+-tree,therearetwo typesof pages:leaf

and index pages.All pagesexceptthe root containbetweenN�O4P and N records(herewe assume

bothtypesof pageshasamaximumcapacityof N records).A leaf recordcorrespondsto anobject,

which hasa 1-dimensionalpoint anda value. An index recordcontainsa range( �Q�SR , T �VU T ) and

a W'T ��� � pointer. We augmentan index recordwith two values M � �4� � �;" and M � �;� � � J . They canbe

implementedin two differentways,eachresultingto adifferentECDF-B-tree.

Sincein the 1-dimensionalcase,eachborderis a singlevalueand thusneedsno extra

I/O to update/query, there is no differencebetweenthe two approacheswith regardsto perfor-

mance.Nevertheless,we usethe1-dimensionalcaseto illustratethedifferencesbetweenthe two

approaches.

Thefirst implementationfocuseson optimizing theupdatetime andthuswe call theex-

tendedstructurethe XZY1[]\ - NZ^ - � � ��� . In this approach,given index record � , thevalue � � M � �;� � �;"
is thesumof valuesof pointsever insertedin subtree(r) (thesub-treerootedby � ), while thevalue� � M � �;� � � J is thesumof valuesof theinsertedpointswith positionequalto � � T �_U T .

To inserta point � with value � , we startwith theroot pagè . If it is anindex page,we

find therecord � whose  �Q�SR $aT �VU T�, contains� ; we thenadd � to � � M � �;� � �;" andrecursively insert

into b 
 M � � �(�  �� � W'T �c� �/, . To insert  � $ � , into a leaf page,it is simply recordedinto thepage.If the

pageoverflows, it is split into two pages.For example,considerfigure 3.3. AssumeNd�fe , the

sequenceof pointsto be insertedis (11, 14, 4, 10, 17, 9, 3, 8) andthe valuefor every point is 1.

Initially therootpageis empty. After thefirst fiveupdates,therootpageoverflows(figure3.3a)and

is split into two, creatinganew root (figure3.3b).Notethatthepoint (11,1) doesnotappearin any
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of the two leaf pages.The reasonis that11 is chosenasthesplitting position,andthusthevalue

of it is recordedas M � �4� � � J of thefirst index recordin thenew root page.Here( M � �;� � �;" , M � �;� � � J )
of an index recordis shown in therectangleto theupper-right of the index record.Thenext three

updatescausean overflow in the left leaf page(figure 3.3c). The pageis split similarly to figure

3.3bandtheresulttreeis shown in figure3.3d.

10, 1
11, 1
14, 1
17, 1

 4,  1

11, max0, 11

2, 1 2, 0

10, 1
 4,  1 14, 1

17, 1

 3,  1

10, 1

 4,  1
 8,  1
 9,  1

     the left leaf page overflows.
(c) After three more insertions, (d) The result tree. 

     A query at 15 affects all borders before.

2, 1

11, max0, 8 8, 11

2, 0

 4, 1
 3, 1 14, 1

17, 110, 1
 9,  1

11, max0, 11

2, 0

14, 1
17, 1

5, 1 2, 1

15

15

(a) After five insertions, 
     the root overflows.

(b) The root is split. 

Figure 3.3: The update of ECDF-B ^ -tree with insertions (11, 14, 4, 10, 17, 9, 3, 8).

An interestingobservationis thatbetweenthetwo bordervalues(5, 1) of theindex record

whichis split, 5 is discardedbut 1 is addedto M � �4� � � J of oneof thenew index records.Thisscenario

showsthereasonwhy wekeepM � �;� � � " separatefrom M � �;� � � J . If aninsertionpointfallsonaborder

of someindex page,only M � �4� � � J of thecorrespondingrecordis modifiedandnorecursive insertion

is needed.E.g. if we insert(11,5) in figure3.3d,theonly changeis thatthebordersat position11

arechangedfrom (2, 1) to (2, 6). Sincewe keeptheaggregationsof thepointsandnot theoriginal

pointsthemselves,deletinga point in thebasetableis treatedasaninsertionwith a negative value.

However, this doesnot necessarilymeanthat thetreekeepsgrowing. As anexample,considerthe

insertionof (4, -1) in figure3.3d.Theinsertiongoesto theleftmostleafpageandchangesa record

in it from (4, 1) to (4, 0) andthenremoves it. Sincethe pageunderflows, it is combinedwith a

siblingpage.
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Now let’s considerhow thedominance-sumqueryis processedwith theECDF-B̂ -tree.

In an index page,all bordersdominatedby thequerypoint contribute to thequeryresult,andthe

queryis recursively processedin onebranchof thesubtrees.In a leaf page,to answerthequeryis

trivial. As anexample,we show how to find thesumof all pointsdominatedby 15 in figure3.3d.

In theroot,thesumof bordersdominatedby 15 is Phgi2�gjPkgi21�ml . In thecorrespondingsub-tree,

thereis onepoint (14, 1) dominatedby 15. Sothetotal resultis lngo2p�rq . Notethat if thequery

point falls on someborder, thesub-treequerytraversalis not needed.E.g. if thequerypoint is 11,

thequeryresult6 canbecomputedsolelyby examiningtheborders.

10, 1
11, 1
14, 1
17, 1

 4,  1  3,  1

10, 1

 4,  1
 8,  1
 9,  1

     the left leaf page overflows.
(c) After three more insertions, (d) The result tree. 

     A query at 15 affects only one border.

2, 1

11, max0, 8 8, 11

 4, 1
 3, 1 14, 1

17, 110, 1
 9,  1

11, max0, 11

14, 1
17, 1

5, 1

15

1511, max0, 11

2, 1

10, 1
 4,  1 14, 1

17, 1

5, 0 8, 0 5, 1 8, 0

(a) After five insertions, 
     the root overflows.

(b) The root is split. 

Figure 3.4: The update of ECDF-B s -tree with insertions (11, 14, 4, 10, 17, 9, 3, 8).

Thesecondimplementationfocuseson optimizing thequerytime; we call this extended

structurethe XZYt[u\ - Nvs - � � �(� . In thisstructure,givenindex record� in pagè , thevalue � � M � �;� � � J
hasthesamemeaningasbefore.But thevalue � � M � �4� � �;" hasa new meaning:it correspondsto the

sumof valuesof pointsever insertedin ` wherethepointpositionis lessthan � � T �VU T . Theinsertion

algorithmis quitesimilar to thatof theECDF-B̂ -tree.Thedifferenceis thatto insert  � $ � , into an

index pagè , all bordersin ` whosepositionis after � shouldbeupdated.Usingthesameupdate

sequenceasin figure 3.3, the evolution of the secondapproachis shown in figure 3.4. Note that

whentheroot splitsin figure3.4b,thebordervaluesfor thesecondrecordare(5, 0) comparedwith
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(2, 0) in thepreviousexample.Also notehow in figure3.4c,theinsertionin theleft sub-treeaffects

the bordervaluesof the right index record. To performa queryat 15 in figure 3.4d, besidesthe

sub-treecontaining15,only oneborderis examined.Theresultis wxg�2yg�29�zq , which is thesame

asin thefirst approach.

ECDF−B −tree 
u

ECDF−B −tree 
u

ECDF−B −tree 
q

ECDF−B −tree 
q

(c) update of (d) query of 

(a) update of (b) query of 

Figure 3.5: Differences between the two ECDF-B-trees.

Discussion:Thedifferencesbetweentheseapproachesareillustratedin figure3.5. In the

ECDF-B̂ -tree,insertinginto an index pageaffectsonly oneborder(figure 3.5a)besidesthesub-

tree,but aqueryneedsto examineall bordersto theleft of thequerypoint (figure3.5b).In contrast,

theinsertioninto anindex pageof theECDF-Bs -treeaffectsmultiple borders(figure3.5c)while a

queryexaminesonlyoneborder(figure3.5d).For theonedimensionalcase,thedifferencesbetween

the two approachesdo not affect I/O performance,sincea borderis a single value. For higher

dimensions,however, a borderis itself a tree,andthusthedifferencesaffect the I/O performance.

The tradeoff betweenthesetwo approachesis that thefirst onehasbetterupdatewhile thesecond

onehasbetterqueryperformance.

3.2.3 The { -DimensionalECDF-B-tree

Now weconsidertheECDF-B-treein higherdimensions.For simplicity westartwith the

2-dimensionalcase.Eachpoint � contains ��#"%$|� J , . As pointsareinserted,we focuson their � J
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valuesandbuild a treestructuresimilar to the onediscussedin the previous section. Eachindex

recordstill maintainstwo bordersM � �;� � �;" and M � �;� � � J . However, eachborderis notasinglevalue

any more. Rather, it points to a 1-dimensionalECDF-B-tree,consistingof the �#" valuesof the

pointsinserted.Again, therearetwo approaches,onewith betterupdateandtheotherwith better

queryperformance.

ConsidertheECDF-B̂ -tree(thediscussionof theECDF-Bs -treeis similar). Supposewe

wantto inserta 2-dimensionalpoint � �} � "%$ � J , andavalue � into anindex pagè . Wefirst find

therecord � in ` suchthat � � T �_U T~8 � " and � ���Q�SR��i� " . As shown in figure3.5a,if � � T �_U T~� � " ,
werecursively insertinto subtree(� � W'T ��� � ) andweinsertthe1-dimensionalpoint � J andvalue � into

the1-dimensionalsub-treerootedby � � M � �;� � � " . If � � T �VU T~� � " , i.e. thepoint falls on theborder,

we simply insertpoint � J andvalue � into subtree(� � M � �;� � � J ). To performa query, asshown in

figure3.5b, the1-dimensionaltreescorrespondingto all the bordersto the left of the querypoint

arequeried.At mostone2-dimensionalsub-treeis queriedaswell.

Theextensionto the � -dimensionalcaseis straightforward. In general,a � -dimensional

ECDF-B-treeis a B+-treewhich indexes the first dimensionof the insertedpoints. Besidesthe

usualchild pointerand range  ���SR $tT �VU T�, , an index recordhastwo borders,eachpointing to a

( � -1)-dimensionalECDF-B-tree.

TheECDF-B-treescanbebulk-loaded.Thepointsaresortedandbulk-loadedinto a B+-

treebasedononedimension.Sincetheprocessof bulk-loadingaB+-treechangesonly therightmost

path,aseachnodenoton therightmostpathis generated,theborderinformationof thenodecanbe

calculated(by bulk-loadinga lower-rankECDF-B-tree,etc.).
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An implementationissueis that a bordermay containonly a few pointsand thus it is

wastefulto keepa separatetreefor this border(which costsoneI/O to retrieve). To avoid this, we

canuseasinglediskpageto keepmultiple borders,preferablythebordersin thesameindex page.

Theorem 3 Thespace, bulk-loading, queryandupdatecostof thetwo ECDF-B-treesare givenin

table3.1.Here � is thenumberof indexedpoints, N is thepage capacityin numberof records,and� is thenumberof dimensions.

ECDF-B̂ -tree ECDF-Bs -tree

Space C����� DLE;G *'H "� �#� C�� � N *IH J DLE;G *IH "� �#�
Bulk-loading C � �� DLE;G *� � � C � � N *IH J DLE;G *� � �

Query C � N *IH " DLE;G *� � � C � DLE;G *� � �
Update
(amortized)

C � DLE;G *� � � C � N *IH " DLE;G *� � �
Table 3.1: ECDF-B-tree Complexity.

Proof: We use � ^ , � ^ , � ^ and � ^ to representthe space,bulk-loading,queryandupdate

complexity of theECDF-B̂ -tree,respectively. Similarly, weuse� s , � s , � s and � s to representthe

complexity of theECDF-Bs -tree.

Spaceand bulk-loading complexity: Themainbranchof any of theECDF-B-treesoc-

cupiesC� � OSN�, space.Thespaceof thebordersdominatestheoverall space.TheECDF-B̂ -treeat

level 1 (theroot level) has C� QN�, borders,eachof which rootsa ( � -1)-dimensionaltreecontaining� OSN points. In general,at level � , thereare C� QN 7 , borders,eachof which is a ( � -1)-dimensional
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treecontainingCK � OSN 7 , points.Thuswe have:

� ^  � $5��,x� �N g��	�)��� � H "�7F�y" N 7 � ^  �N 7 $5����2(,
Theproof usesinduction. For �j��2 , thespacecomplexity holds,sinceit is basicallya

B+-tree.Supposethecomplexity is correctfor ( � -1)-dimensionaltrees.Thenfor the � -dimensional

case,

� ^  � $5��,�� �N g��	�)��� � H "�7F�y" N 7 &�C�� �N 7 OSN�& DLE;G *'H J� �N 7��� C � �N DLE;G *IH "� � �
Similarly, wehave:

� ^  � $5��,�� �N DLE;G � � g �	�)��� � H "�7F�y" N 7 � ^  �N 7 $5����2(,
andby induction,we canprove that � ^ �zC � �N DLE;G *� � � .

As for the ECDF-Bs -tree,at level 1, thereis 1 nodewhich has CK QN , borders.The �¢¡F£
borderis a( � -1)-dimensionaltreewith CK ��� OSN�, points.In general,at level � , thereare N 7 H " nodes,

eachof which has CK QN , borders.For eachnode,the � ¡F£ borderis a ( � -1)-dimensionaltreewithC� ��� OSN 7 , points.Sothespaceandbulk-loadingcostsof theECDF-Bs -treeare:

� s  � $5�/,�� �N g �	�)��� � H "�7F�y" N 7 H " ��¡ �y" � s � ���N 7 $5�Z��2 �
� s  � $5��,x� �N DFE;G � � g �	�)��� � H "�7L�y" N 7 H " ��¡ �y" � s � ���N 7 $5�Z��2 �

By inductionwecanprove that � s �zC � � N *'H J DLE;G *IH "� � � and � s �zC � � N *IH J DLE;G *� � � �
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Query complexity: For bothECDF-B-trees,thequeryexaminesasinglepathin themain

branchof thetree,which takes CK DLE;G � � , I/Os. Themajorconcernis thecomplexity of querying

theborders.For theECDF-B̂ -tree,atevery level � , thereare C� QN�, bordersto query, eachof which

is a ( � -1)-dimensionaltreewith CK � OSN 7 , points.Sowehave:

� ^  � $5��,�� DLE;G � � g �	�)�I� � H "� 7F�y" N�� ^ � �N 7 $5�p��2 �� C � N *IH " DLE;G *� � �
For theECDF-Bs -tree,at every level � , thereis only oneborderthatneedsto query. At

level � theborderis a ( � -1)-dimensionaltreewith C� � OSN 7 g¤2(, points.Thus,

� s  � $5��,¥� DLE;G � � g��	�)� � � H "� 7F�y" � s � �N 7 H " $5�Z��2 �� Co� DLE;G *� �#�
Update complexity: At every level � of a ECDF-B̂ -tree,if thenodedoesnot split, only

1 borderneedsto beupdated.Theborderis a ( � -1)-dimensionaltreewith CK � OSN 7 , points.Sothe

updatecomplexity is

� ^  � $5��,�� DLE;G � � g��	�)��� � H "�7F�y" � ^ � �N 7 $5�Z��2 �� C � DLE;G *� � �
Notethattheabove complexity is acquiredby assumingthatnodesdo not split. If a level� nodesplits, C� QN�, bordersneedto begenerated,which is expensive. To bulk-loadtheseborders,

it takes C� �#¦�DLE;G *� �#¦ , I/Os,where�#¦ � � OSN 7 . However, in theB+-tree,if anewly generatednode� rootsa sub-treeof �#¦ leaf records,on average�#¦ insertionsneedto go through � beforeit splits
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again.Sothecostof bulk-loadingthebordersdueto a split canbeamortizedto the � ¦ insertions.

Theoverall amortizedupdatecomplexity remainsthesame.

Similarly, assumingnosplits,anupdateoperationin theECDF-Bs -treeaffects N borders

at every level � . Out of the N borders,the �c¡F£ is a ( � -1)-dimensionaltreewhich indexes C� ��� OSN 7 ,
points.Sothecostof anupdateis

� s  � $5�/,�� DFE;G � � g��	�)� � � H "� 7L�y" ��¡ �y" � s � ���N 7 $5�p��2 �� C���N *'H " DLE;G *� �#�
Thesplitscanalsobeamortizedsimilar to thepreviouscase.

Clearly, the ECDF-Bs -treeoptimizesthe query time at the expenseof morespaceand

updatetime. TheBA-treepresentednext attemptsto combinethequeryperformanceof theECDF-

B s -treewith theupdate/spacecomplexity of theECDF-B̂ -tree.

3.3 The BA-tr ee

In thissection,weproposeabetterindex structurecalledBox-AggregationTree(BA-tree)

for computingdominance-sums.While the ECDF-B-treeis basedon the B+-tree,the BA-tree is

basedon thek-d-B-tree[Rob81]. Wefirst give anreview of thek-d-B-tree,andthenwe presentthe

BA-tree.

3.3.1 Review of the k-d-B-tr ee

Thek-d-B-treeproposedby [Rob81] is a point accessmethod.It maintainsa setof point

objectsandcanefficiently find thepointsinsideagivenregion. Thekey ideais thatpointsadjacent
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to eachotherareclusteredtogetherinto disk pages.Thesedisk pagesarecalledleaf pagessince

they residesattheleaf level of thetreestructure.Eachleafpagecorrespondsto aregionis spaceand

it is guaranteedthattheregionof a leafpagecontainsall pointsstoredin thepage.At ahigherlevel,

referencesto adjacentleaf pagesareclusteredinto index pages.Eachindex pagealsocorresponds

to aregionwhichcontainstheregionof all leafpagesit references.If therearemultipleindex pages,

wehaveyetanotherlevel of index pages,andsoon. At thehighestlevel, thek-d-B-treehasasingle

root.

A A B CA

B

R R

(a) (b) (c)

Figure 3.6: Illustration of the k-d-B-tree.

Figure3.6 shows an runningexample. Again, eachdisk page(index or leaf) hasfixed

storage.For simplicity, assumeeachpageholdsupto threerecords.Whentheindex maintainsonly

threepoints(thesolid dotsin figure3.6a),a singleleaf pagè is enoughto hold them. However,

if a new point (the blank dot) is inserted,the pageoverflows and is split into two ( ` and N in

figure 3.6b). A new root page ÿ is introducedwhich point to the two leaf pages. Similarly, if

lateron two morepointsareinsertedin N , it is split anda new leaf page Y is introduced,while a

referenceto Y is storedin ÿ (figure3.6c).

Note that to inserta new point object into the structure,a singlepathfrom root to leaf

is examined.This is becauseat eachlevel, thepoint falls into theregion of exactly onedisk page.
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To deletean point is similar in the sensethat it alsofollows a singlepathfrom root to leaf. Fol-

lowing theconventionof B+-tree,we requirethatany pageexceptfor root is at leasthalf full. So

while aninsertionmaycauseanoverflow, andeletionmaycauseanunderflow. Yetstill, bothinser-

tion/deletionexaminesasinglepathfrom root to leaf. For example,asillustratedin figure3.6c,if a

leaf pageoverflows, a new entryis insertedto theparentpage.If theparentpageoverflows, a new

entryis insertedto theparentof theparentpage,andsoon. If therootpageoverflows, it is split into

two anda new root pageis allocated.A dynamicallybuilt k-d-B-treemaynot bebalanced.In the

exampleof figure3.6c,if pageN overflows againandis split into two, the root pageÿ will need

to besplit accordingly. A new root shouldbegenerated.Theleft sub-treeof thenew root hasone

level, sinceit containsonly pagè . The right sub-treewill containthreeleaf pagesandan index

page. So the resultingtreeis not balanced.Nevertheless,in practicewe expectthe k-d-B-treeto

bemoreor lessbalancedandthustheaverageupdateandqueryperformanceis logarithmicto the

numberof objects.

3.3.2 From k-d-B-tr eeto BA-tr ee

Figure3.7showsanindex nodeof aBA-treein the2-dimensionalspace.As in thek-d-B-

tree,eachindex recordis associatedwith a M � � anda WIT ��� � pointer. Theboxesof recordsin anode

donot intersectandtheirunioncreatestheboxof thenode.Sincea �#� � � is implementedasa �+
3U�� ,
we usethesetermsinterchangeably. Eachrecord� pointsto a sub-treecontainingpointswhich are

containedin � � M � � .

As in the ECDF-B-tree,we augmenteachindex recordwith some M � �;� � � information.

The goal is that a dominance-sumquerycanbe answeredby following a singlesub-tree(in the
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mainbranch).Supposein figure3.7a,thereis a querypoint containedin thebox of record \ . The

points that may affect the dominance-sumqueryof a querypoint in \ � M � � are thosedominated

by theupper-right point of \ � M � � . Suchpointsbelongin four groups:(1) thepointscontainedin\ � M � � ; (2) thepointsdominatedby thelow point of \ (in theshadowedregion of figure3.7a);(3)

thepointsbelow theloweredgeof \ � M � � (figure3.7b);and(4) thepointsto theleft of theleft edge

of \ � M � � (figure3.7c).

To computethe dominance-sumfor points in the first group, a recursive traversal of

subtree(\ ) is performed.For pointsin thesecondgroup,we keepin record\ a singlevaluecalledb 
 M �¢�S�§
�� , which is thetotalvalueof all thesepoints.For computingthedominance-sumin thethird

group,we cankeepanx-border in \ which containsthe � positionsandvaluesof all thesepoints.

This dominance-sumis thenreducedto a 1-dimensionaldominance-sumqueryfor theborder. It is

thensufficient to maintainthese� positionsin a 1-dimensionalBA-tree. Similarly, for the points

in thefourthgroup,we keepa y-border which is a1-dimensionalBA-treefor the - positionsof the

group’s points.
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H
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D E

F

H
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D E

F

H

B
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G

(c) points affecting the y−border of F

B

C

G
B

C

G

(a) points affecting the subtotal of F (b) points affecting the x−border of F

Figure 3.7: The BA-tree is a k-d-B-tree with augmented border information.

To summarize,the2-dimensionalBA-treeis ak-d-B-treewhereeachindex recordis aug-

mentedwith asinglevalue b 
 M �§���§
�� andtwo 1-dimensionalBA-treescalledx-borderandy-border,

respectively. Thecomputationfor adominance-sumqueryatpoint � startsattherootpageÿ . If ÿ is
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anindex node,it locatestherecord� in ÿ whosebox contains� . A 1-dimensionaldominance-sum

queryis performedon the � -borderof � regarding�?� � . A 1-dimensionaldominance-sumqueryis

performedonthe - -borderof � regarding�?� - . A 2-dimensionaldominance-sumqueryis performed

recursively on page(� � W'T ��� � ). The final query result is the sumof thesethreequery resultsplus� � b 
 M �§�S�¢
�� .
The insertionof a point � with value � startsat the root ÿ . For eachrecord � where� �����SRx�+�S�_��� dominates� , � is addedto � � b 
 M �¢�S�§
�� . For each� where� is below the � -borderof � ,

position �?� � andvalue � areaddedto the � -border. For eachrecord � where� is to the left of the- -borderof � , position�?� - andvalue � areaddedto the - -border. Finally, for therecord� whosebox

contains� , � and � areinsertedin thesubtree(� � WIT ��� � ). Whentheinsertionreachesa leafpage� , a

leaf recordthatcontainspoint � andvalue � is storedin � . SincetheBA-treeaimsat storingonly

theaggregateinformation,not theobjectsthemselves,therearechanceswherethepointsinserted

arenotactuallystoredin theindex, thussaving storagespace.For instance,if apoint to beinserted

falls on someborderof anindex record,thereis no needto insertthepoint into thesub-treeat all.

Instead,we simply keepit in theborderthat it falls on. If thepoint to be insertedfalls on the low

point of an internalnode,thereis even no needto insertedit in the border;we simply updatetheb 
 M �¢�S�§
�� valueof therecord.

Wenext discusshow theinsertionalgorithmhandlesoverflows. Wedifferentiatebetween

two cases,whethertheoverflow occursin a leaf or an index page.Figure3.8ashows a leaf page

pointedby record\ thatoverflows. Thepagesis split into two pages\ ¡ and \h¨ (figure3.8b).Since

this split is a - -split, the - -borderof record \ is split in two, onestoredat \ ¡ andtheotherat \y¨ .
The � -borderof the bottomrecord \h¨ remainsthesameasthat of theprevious record \ . The � -
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Figure 3.8: Split in the BA-tree.

borderof thetop record\ ¡ , however, is composedof the � -borderof \ plusthepointsin page(\h¨ ).
Figure3.8cconsidersthecasewhenanindex pageoverflows. Thesplittingresultis shown in figure

3.8d. Again, the - -borderof \ is split into two, onefor eachof thenew records.Differentfrom

the leaf-split case,however, the � -bordersof both \ ¡ and \h¨ arethesameasthatof \ . To verify

thecorrectnessof thesplit, considera dominance-sumquerywherethequerypoint � is contained

in \ ¡ � M � � . Obviously, thepointsin subtree(\h¨ ) shouldcontribute to thequeryresult.However, the� -borderof \ ¡ wascopiedfrom \ andthusdoesnot includeany point in the \h¨ region beforethe
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split. This is not a problemsincethequerywill recursively examinethe index pagepointedto by\ ¡ , wheretheborderinformationcontainsthepointsin the \h¨ region.

Therearevariousdifferencesbetweenthe BA-treeandthe ECDF-B-trees.Sincethe k-

d-B-treeis unbalanced,the BA-tree is unbalanced,too. Thus the worst caseupdateand query

performancefor the BA-tree is linear. However, the averagecaseperformanceof the BA-tree is

muchbetter. If the datapointsareuniformly distributed, the BA-treewill be ratherbalanced.To

answera dominance-sumquery, a singlepathin theBA-tree is examinedandfor eachnodealong

thepath,a constantnumberof bordersarequeried.Thusits averagequeryperformancebecomes

poly-logarithmic(like theECDF-Bs -tree). As for theupdateandspacecomplexities, we notethat

theBA-treepartitionsthe index pageby alternatingdirections.Thusany line intersectingthebox

of someindex pagein a 2-dimensionalBA-tree‘cuts’ about © N index records.Theupdateof the

ECDF-Bs -tree is expensive sinceeachupdateaffects C� QN�, borders. The BA-tree is fastersince

only C� © N�, bordersareaffected.

TheBA-treeextendsto higherdimensionsin a straightforwardmanner:a � -dimensional

BA-treeis a k-d-B-treewhereeachindex recordis augmentedwith one b 
 M �§�S�¢
�� valueand � bor-

ders,eachof which is a ( � -1)-dimensionalBA-tree.

3.4 Conclusions

In thissectionwehavesolvedtherange-sumpointaggregationproblem.Sincetherange-

sumcanbereducedto thedominance-sumproblem,wefocusedonindex structureswhichfacilitates

thecomputationof dominance-sums.Thereexistsaninternal-memory, staticstructure(theECDF-

tree)to solvetheproblem.However, sincedatavolumemaybelarge,it is idealto haveadisk-based,
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dynamicallyupdatablestructure.Wehavepresentedtwo approachesto extendtheECDF-treeto the

disk-basedenvironment,oneoptimizingupdatecostwhile theotheroptimizingquerycost.Finally,

wepresentedanew structurecalledBA-treewhichcombinesthebenefitfrom bothextendedECDF-

trees.
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Chapter 4

Box-SumAggregation

4.1 ProblemDefinition

While chapter3 proposedtechniquesto computepointaggregatesefficiently, in thischap-

ter we addressthe problemto computeaggregatesover objectswith extents. As a motivation,

figure4.1shows therainfall precipitationof theUnitedStatesonMarch16,2002,whichwasmain-

tainedby theNationalInteragency Fire Centerat Boise,ID. A largepartof themid-westbasically

did not rain on that day (with rain precipitationlessthan0.05in), while at the placebelow Lake

Erie (includingsomepartof Ohio, Kentucky, etc.) it rainedheavily (with precipitationlarger than

1.00in). Suchprecipitationrecordshave extent,andthusto computeaggregatesfor them(e.g. to

find the total volumeof rainfall in an arbitraryuser-selectedregion), the point aggregation tech-

niqueswe discussedbeforehanddoesnotapplydirectly.

As time advances,a databasemaystorea lot of suchprecipitationrecordsandan inter-

estingqueryis: givenanarbitraryregion, what is the total volumeof rainfall in this region? Note
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Figure 4.1: An example of objects with extent is the rainfall record.

thatthequeryregion maynot beknown beforemaintainingthedatabase.For example,anapplica-

tion softwaremayshow themapof theunitedstateson thescreen,andastheuserdraws a random

rectangularregion on the mapusingthe mouse,the total volumeof rainfall in that region should

be computed.Furthermore,this scenarioalsoillustratestheneedfor very fastaggregation. Even

if therearemillions or even billions of records,regardlessof whereandhow large the queryre-

gion is, theaggregatesshouldbe computedvery fast,e.g. in oneor two secondsat most. As we

will see,straightforward solutionshave linear performance,sincethey rely on finding the actual

objectswhosevaluesneedto be aggregated. We insteadproposespecializedindiceswhich have

poly-logarithmicperformance.
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In mostapplicationsthereare2-3extensionaldimensionswhichareusuallythespatialand

temporaldimensionsof theobjects.While oursolutionscanbeeasilygeneralizedto thecasewhere

all � dimensionsareextensional,weconcentratethediscussiononspatialandspatio-temporaldata.

For example,consideradatabasein anagriculturalagency thatkeepstrackof pesticideusage.Each

recordrepresentsthetreatmentof anareaover a certaintime periodandcontainsa 3-dimensional

rectangle(thatis, a 2-dimensionalareadescribingthefield which is sprayedandthecorresponding

time interval) anda value(thevolumeof thepesticide).An exampleof a box-sumqueryis: “find

thetotal volumeof pesticidesprayedin Orange Countyfor March 1999”.

For simplicity in thischapterwe focusonrectangularobjectsandqueries.Morecomplex

regionscanbedecomposedto smallerrectangularregions.A rectangleis alsocalleda M � � andthus

we call theproblembox-sumaggregation. We examinetwo variationsof thebox-sumaggregation

problem. In its simplerform, anobject’s valuecontributesto theaggregationresultaslong asthe

objectintersectsthequerybox. Thatis,anobject’svaluecontributesto thequeryresultasawholeor

notatall. Objectsthatslightly intersectthequeryboxparticipatein theresultwith equalimportance

asobjectsthatarefully containedin thebox.

Thereareapplicationswheretheobjectparticipationneedsto beproportionalto thesize

of theobject’s intersectionwith thequerybox. Furthermore,thevalueassociatedwith eachobject

canbea functionratherthana singleconstant,which providesfor moreexpressive queries.In the

pesticideexample,thevalueassociatedwith eachsprayrecordmaydenotethevolumepersquare

yardwhile theaggregationqueryasksfor thetotalvolumesprayedoveragivenarea.This is anovel

problem,namely, thefunctionalbox-sumaggregation.
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More formally, thetwo variationsof thebox-sumproblemaredefinedasfollows:

� simple box-sum: given a collection � of box objectsanda querybox < , computeSUM ����	��
���
���� ��� � and ��� M � � intersects<�� ;� functional box-sum: givena collection � of box objects,eachhaving a valuefunction,and

a querybox < , computethe total valueof all objectsin � that intersect< , wherethe value

contributed by an object � is the integral of the value function of � over the intersection

between� and < .
A straightforwardapproachto solve thebox-sumqueriesis to index thedataobjectswith

a multi-dimensionalaccessmethodlike theR*-tree[BKS+90] andreducetheproblemto a � 
3�ªU/�
search.Theaggregateis thencomputedby identifying theobjectsthat intersectthequerybox and

accumulatingtheir valuesincrementally. Unfortunately, theperformanceof this approachis based

onhow many objectsarein thequerybox,whichcanbelarge.Recently, [LM01, PKZ+01]proposed

to addaggregationsummariesontheR-treenodes(theaggregateR-tree,or 
 ÿ -Tree)soasto reduce

thenumberof R-treenodesvisited. Evenwith this optimizationthequeryeffort is still affectedby

thesizeof thequerybox.

We insteadproposea differentapproachthat usesspecializedaggregateindices. Such

indices incrementallymaintainaggregatesand offer drasticquery performanceover traditional,

object-indexing schemes[YW01, ZMT+01]. We first provide a new approachto reducethesimple

box-sumproblemto computingdominance-sums. This reductionis provably moreefficient than

previousapproaches[EO82]. Furthermore,we show that for a largecollectionof functions(poly-

nomialsof constantdegree),the functionalbox-sumproblemis alsoreducedto dominance-sums.
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We thusrely on thedominance-sumstructurespresentedin chapter3 to solve thetwo variationsof

box-sumproblems.

In sections4.2and4.3,wefirst describethereductiontechniquesfrom box-sumproblems

to dominance-sum.Wethenprovideperformancestudiesto compareourapproachwith straightfor-

wardapproaches.

4.2 The SimpleBox-SumProblem

We first given somenotations. A � -dimensionalbox M canbe describedby two corner

points: a low point which is dominatedby all other cornerpoints of M and a high point which

dominatesall othercornerpointsof M . The � -dimensionalspaceis itself aboxwhoselow point and

highpoint arerepresentedas�¬« 7 � and�¬«|­¯® , respectively.

query

A B

C D

box

Y

X

Figure 4.2: Existing technique reduces a box-sum query into eight dominance-sum

queries.

[EO82] proposeda techniqueto reducea box-sumquery into a setof dominance-sum

queries,asillustratedin figure4.2.Sinceit is easyto maintainthesumof all objects,to find thesum

of objectsintersectinga querybox, it is enoughto computethe sumof objectsNOT intersecting

the query box. Theseobjectsmust be either above, below, to the left of, or to the right of the
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querybox. To find the sumof objectswhich are to the left of the querybox canbe donevia a

1-dimensionaldominance-sumquery. I.e. if we maintainthehigher � of all objects,the taskis to

find thedominance-sumregardingthelower � of thequerybox. Similarly, wecancomputethesum

for objectsabove, below, andto the right of the querybox. If we addup theseresults,we get a

valuelargerthantheanticipatedbox-sum.Thereasonis thatany objectwhichresidesin theregions` , N , Y or [ is countedtwice. We notethat thesumin eachof theseareascanbe answeredby

a 2-dimensionaldominance-sumquery. Hence,a 2-dimensionalbox-sumqueryis reducedto four

1-dimensionalandfour 2-dimensionaldominance-sumqueries.

Importantin thereductiontechniqueis thenumberof dominance-sumqueriesabox-sum

queryis reducedto. [EO82] only discussedthe1- and2-dimensionalcases;while noanalysisis pre-

sentedfor thegeneral� -dimensionalcase.Weanalyzethereductiontechniquefor the � -dimensional

caseandshow its complexity in theorem4. Thenweproposeabetterreductiontechnique.

Theorem 4 The methodof [EO82] reducesa � -dimensionalbox-sumquery into ° ��± * O © � �
dominance-sums.

Proof Sketch: Wecangeneralizetheschemeof [EO82] to the � -dimensionalcaseasfollows.

To computeabox-sum,wefirst initialize value �~�¤² . Next, for every ( � -1)-dimensionalboundary

box (alsocalled face) of < , a 1-dimensionaldominance-sumquery is performedand its result is

addedto � . A 2-dimensionaldominance-sumqueryis alsoperformedfor every ( � -2)-dimensional

boundarybox; thesequeryresultsarethensubtractedfrom � . If �u8 ± , a3-dimensionaldominance-

sumqueryis performedfor every ( � -3)- dimensionalboundaryboxandthequeryresultsareadded

to � . This processcontinuesuntil the � -dimensionaldominance-sumqueries. I.e. for every 0-
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dimensionalboundarybox (whichcorrespondsto acornerpoint of < ), a � -dimensionaldominance-

sumqueryis performed.

As aresult,[EO82]reducesa � -dimensionalbox-sumqueryto acollectionof dominance-

sumqueries,wherefor every �]�r³ 2 �L� �0´ , the numberof � -dimensionaldominance-sumqueriesis

equalto thenumberof ( � - � )-dimensionalboundaryboxesof a � -dimensionalbox,which is equaltoP 7 Y 7* , where Y 7* � �¬µ� µ¶ Q�Z� � ,�µ
Thusto prove theorem4, it remainsto prove that:*� 7L�y" P 7 Y 7* � ° � ± * O © � � (4.1)

Clearly, *�7F�y" P 7 Y 7* 8�P J *¯·§¸ Y J *¯·§¸* �mP J *¯·§¸ �6µ VP4�/O ± ,�µ¶ Q��O ± ,�µ (4.2)

FromStirling’s approximationwe have:� µ�� © P4¹ � � � � � � � 2|g�º � 2� �|� (4.3)

Wecanderive equation4.1 from 4.2and4.3.

Wenow presentanew techniquewhichreducesa � -dimensionalbox-sumqueryto exactlyP * dominance-sumqueries.Evenfor small � valuesour reductionprovidesa drasticimprovement

over [EO82]. For example,with � � ± amethodbasedon [EO82]wouldneed26querieswhile our

techniqueonly 8.

Intuitively, a � -dimensionalbox has P * corners.An index is maintainedfor eachgiven

corner(e.g. the upper-right corner)of all the objects. A box-sumquery is then reducedto P *
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(a) (b) (c) (d) (e)

Figure 4.3: A 2-dimensional box-sum query is reduced to four dominance-sum queries.

dominance-sumqueries,onefor eachcornerof thequerybox. As anexample,considerfigure4.3

in the 2-dimensionalspace. Figure4.3ashows a querybox (with thick border)and two objects

intersectingwith it. Thebox-sumquerycomputesthetotal valueof thesetwo objects.In orderfor

a box M to intersectthe querybox < , the lower left cornerof M hasto be dominatedby the upper

right cornerof < . Figure4.3bshows thecandidateboxes.Somecandidatesarefalsehits sincethey

areeithercompletelyto theleft, or completelyunder, < . Thefalsehits under < correspondto those

boxes whoseupperleft cornersaredominatedby the lower right cornerof < (figure 4.3c). The

falsehits to theleft of < correspondto thosewhoselower right cornersaredominatedby theupper

left cornerof < (figure4.3d). Note that after thesefalsehits aresubtractedfrom the queryresult,

the boxeswhoseupperright cornersaredominatedby the lower left cornerof < (figure 4.3e)are

subtractedtwice. Sothetotal valueof themmustbeaddedagain.

Theorem 5 A � -dimensionalbox-sumqueryis reducedto P * dominance-sumqueries.

In orderto prove theorem5, we needto introducesomenotations.In therest, < denotes

a querybox, � thesetof objectsand �»� � correspondsto anobject. We use  ����� "%$'&'&'&%$ ����� *S, and ��� Tª"%$'&'&'&�$ ��� T¬*S, to representthelow point andthehigh pointof � ’s rectangle,respectively. Weuse

thesamenotationfor < . Furthermore,for somedimension� , wedefinè
¦7  � $5<0,x¼ ����� 7 � < � T½7 . That

is, ` ¦7  � $5<;, is theconditionthat the low point of object � is dominatedby thehigh point of query
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box < in the �_¡F£ dimension.Similarly, we definè "7  � $5<0,x¼ ��� T 7 � < ��� 7 , which is theconditionthat

thehighpointof object � is dominatedby thelow pointof querybox < in the �_¡F£ dimension.Object� intersectsquery < if for every dimension� , the projectionsof � and < to dimension� intersect.

Sincetheprojectionof aboxto adimensionis aninterval andtwo intervals � " and � J intersectif and

only if � " �����SR:��� J � T �VU T andnot(� " � T �VU T ��� J �����SR ), we candefinethebox-sumqueryas:

M � ��b 
¬¾  _�h$5<0,�¼z� 
¬¾ � ���	��
���
���� �K� �À¿KÁ �  Q` ¦7  � $5<0,?¿ÀÂk` "7  � $5<;,),¯� (4.4)

Lemma 5 M � �ªb 
+¾  _�h$5<0,���Ã0ÄÆÅ5Ç¢È	É	É	É È Å�Ê¯ËQÈ%Å�ÌQÍ0Î ¦ È "¢Ï  §�12(,)Ð ÊÌÒÑ Ç ÅcÌ &�� 
¬¾>Óh���	��
���
ª��� ��� �»¿ *Ô7F�y" ` ÅcÌ7  � $5<;,�Õ (4.5)

Discussion: Sinceeach b(7 in equation4.5 canbe either0 or 1, theset ��b;"'$ �'�'� $¯b�*S� hasP * differentchoicesof valueassignments.For eachchoice,the inner summationof equation4.5

correspondsto adominance-sumquery. For example,in the2-dimensionalspace(figure4.3),when Vb0"I$¯b J ,@�� §24$5²3, , theinnersummationis

� 
¬¾×Ö����	��
���
���� ��� �À¿Ø` ""  � $5<;,y¿Ø` ¦J  � $5<0,'Ù �
The above summationcomputesthe total valueof objectsthat satisfy two conditions: (a) in di-

mension1, the high point of the object is dominatedby the low point of the querybox; and(b)

in dimension2, the low point of theobjectis dominatedby thehigh point of thequerybox. This

is equivalentto the total valueof objectswhoselower right corneris dominatedby the upperleft

cornerof thequerybox (figure4.3d).

Thus,lemma5 not only inferstheorem5, but alsoprovidesa way to computea box-sum

by combiningP * dominance-sums.To prove theorem5, it remainsto prove thelemma.
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Proof of Lemma5: For clarity, we omit thevariables� , � , < from all formulaein theproof.

Thuswecanre-writeequations4.4as:

M � ��b 
¬¾ ¼z� 
¬¾ Ó *Ô7F�y" ` ¦7 ¿ *Ô7F�y" Âk` "7 Õ
andwe needto prove that

M � ��b 
¬¾ � �Ã0ÄLÅ Ç È	É	É	É È Å_Ê¯ËVÈ'ÅcÌQÍ0Î ¦ È "¢Ï  §�12(,)Ð ÊÌÒÑ Ç Å�Ì &�� 
¬¾>Ó *Ô7F�y" ` Å�Ì7 Õ
Weintroducesomefunctions:

NÚ VÛ6,�¼ÝÜÞÞÞß ÞÞÞà
á9â7F�y" ` ¦7 , for 2tãäÛÚã�� ;� � 
�� , for Û]�å² .

YK VÛ6,�¼ ÜÞÞÞß ÞÞÞà
á â7F�y" Âk` "7 , for 21ãäÛØã�� ;� � 
�� , for Û��¤² .

MIb� VÛ6,æ¼ �Ã0ÄLÅcç'È	É	É	É È Å�Ê¯ËQÈ%ÅcÌQÍ;Î ¦ È "¢Ï  §�p2(, Ð Ê ÌèÑ ç ÅcÌ &� 
+¾>Ó *Ô7F� â ` ÅcÌ7 ¿ØNÚ VÛv��2(,#¿»Y� VÛv��2(,�Õ
Now we identify someproperties:

� Property 1: ` ¦7 ¿Ø` "7 �m` "7 ;� Property 2: NÚ VÛv��2(,#¿Ú` "â �¤NÚ VÛ6,�¿Ø` "â ;� Property 3: � 
+¾ �%A>¿ÚÂ@B��é�o� 
¬¾ �%A~�9�i� 
+¾ �%A>¿ØBK� .
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To seethecorrectnessof property1, considerthemeaningsof ` ¦7 and ` "7 . If (in the �_¡F£
dimension)thehigh point of � is dominatedby the low point of < , thensurelythe low point of �
is dominatedby thehigh point of < . In otherwords,we have ` "7Zê ` ¦7 andproperty1 holds. We

caninfer property2 from property1, since NÚ VÛ6,#¿Ø` "â �mNÚ VÛ ��2(,?¿Ø` ¦â ¿Ø` "â �mNÚ VÛ �ä2(,#¿Ø` "â .
Regardingproperty3, notethatgivensomecondition A , � 
+¾  �Aë, meansthesumof valuesof all

objectssatisfyingA . To compute� 
¬¾  �A}¿KÂ@Bv, , i.e. thevaluesumof all objectssatisfyingA but

not B , wecansubtractfrom � 
+¾  �Aë, thevaluesumof all objectssatisfyingbothconditionsA andB .

Wenotethat M�b� §2(, is equalto theright formulaof equation4.5.Soto prove lemma5, we

will proceedby proving that M�b� Q��,x�mM � �ªb 
+¾ andthat ÁªÛ �i³ 2 �L� �Z��2�´_$@MIb� VÛpg¤2(,��oMIb� VÛ6, . These

will infer that M � �ªb 
+¾ �zM�b� §2(, , or equation4.5.

First,we have:

MIb� Q��,�� �Å Ê Í0Î ¦ È "¢Ï  §�12(, Å Ê &S� 
+¾ �(` Å Ê* ¿ØNÚ Q�p��2(,?¿ÀY� Q����2(,¯�� � 
¬¾×Ö ` ¦* ¿uNÚ Q����2(,#¿ÀY� Q����2(,'Ùv�� 
¬¾ Ö ` "* ¿uNÚ Q����2(,#¿ÀY� Q����2(, Ù� � 
¬¾ ��NÚ Q��,?¿ÚY� Q�Z��2(,¯�9�� 
¬¾×Ö ` "* ¿uNÚ Q��,#¿»Y� Q�p��2(,'Ù (property2)� � 
¬¾×Ö NÚ Q��,?¿ÚY� Q�Z��2(,#¿ÚÂk` "* Ù (property3)� � 
¬¾ ��NÚ Q��,?¿ÚY� Q��,¯�� M � ��b 
¬¾
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Now we prove that ÁªÛ �.³ 2 �L� �v��2�´_$�MIb� VÛ1g¤2(,��mMIb� VÛ6, . By definition,

MIb� VÛpgm2(,ì� �Ã0ÄÆÅ ç§í Ç È	É	É	É È Å Ê ËVÈIÅcÌQÍ;Î ¦ È "¢Ï  §�12(, Ð Ê ÌÒÑ ç§í Ç Å�Ì &�� 
¬¾ Üß à
*Ô7F� âIî " ` ÅcÌ7 ¿ØNÚ VÛ6,#¿ÚY� VÛ6,Sï ðñ

Theinnersummationof theabove equationis equalto

� 
+¾ Üß à
*Ô7L� â'î " ` Å�Ì7 ¿ÚNØ VÛ6,?¿ÚY� VÛ ��2(,?¿ÚÂk` "â ï ðñ� � 
+¾ Üß à
*Ô7L� â'î " ` Å�Ì7 ¿ÚNØ VÛ6,?¿ÚY� VÛ ��2(, ï ðñ �� 
+¾ Üß à
*Ô7L� â'î " ` Å�Ì7 ¿ÚNØ VÛ6,?¿ÚY� VÛ ��2(,?¿u` "â ï ðñ� � 
+¾ Üß à
*Ô7L� â'î " ` Å�Ì7 ¿Ú` ¦â ¿ØNÚ VÛv��2(,#¿ÀYK VÛv��2(, ï ðñ �� 
+¾ Üß à
*Ô7L� â'î " ` Å�Ì7 ¿Ú` "â ¿ØNÚ VÛv��2(,#¿ÀYK VÛv��2(, ï ðñ� �Å ç Í0Î ¦ È "¢Ïóò  §�12(, Å ç & *Ô7L� â ` Å�Ì7 ¿ÚNØ VÛv��2(,#¿ÀY� VÛv��2(,cô

Thusit is easyto seethat MIb� VÛ�g¤2(,��mMIb� VÛ6, .
To summarize,we have shown that M � ��b 
¬¾ �õMIb� Q��, �õMIb� §2(,�� the right formula of

equation4.5.

4.3 The Functional Box-Sum

In variousapplications,we areinterestedin a differentkind of box-sumquerywhich we

will referasfunctionalbox-sum. Figure4.4ashows threeboxobjects(with values3, 4 and6) anda

query. Theresultof asimplebox-sumqueryin thiscaseis 7, sincetherearetwo objectsintersecting

thequerybox with values3 and4. Consideranotherscenariowherethevalueassociatedwith each
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objectdesignatesthepesticidevolumepersquareyardwhile thequeryasks“whatis thetotal volume

sprayedin thequeryarea”. In this case,thequeryresultis epöaw4²ng ± ö92%Pv��P ± l . Here50 and12

aretheareasof theintersectionbetweenthequeryboxandthetwo objects,respectively.
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(a)box-sumversusfunctionalbox-sum (b) objectwith non-constantfunction

Figure 4.4: The functional box-sum problem.

In general,the value associatedwith an object may be a function. While figure 4.4a

containsobjectswith constantfunctions,anexampleof objectwith non-constantfunctionappears

in figure4.4b. Herethepesticidewasnot sprayedevenly over thewholefield. At theleft borderof

thefield ( �»�zw ), it wassprayed3 gramspersquareyard.Thesprayamountincreasesgraduallyas� becomeslarger until the right border( ���÷P4² ) whereit wassprayed18 gramspersquareyard.

We cancapturethis fact by assigninga valueto this object that is a function of � (in particular,ø  ��?$)-6,ù�o�Ø��P ). For thequerybox in figure4.4b,thetotal volumeof pesticideascontributedby

thisobjectis  §2;2ú�.q;,/û J ¦"�ü  ��K�.P0,¢�3�Ú� ± 2'² . Figure4.4revealsthatto answera functionalbox-sum

query, weneed(i) thevaluefunctionof eachobject,(ii) theareaof theobject’s intersectionwith the

querybox,aswell aswherethis intersectionis. Assumethatthequerybox in figure4.4bis moved

leftwardssuchthatit now intersectswith theleft borderof theobjectbut maintainsthesamesizeof

intersectionwith theobject.Thequeryresultwould insteadbe  §2;2ó�iq;,/û " ¦ü  ��u�.P0,¢�3�À��2;2'² .
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Theorem 6 For valuefunctionsthat are polynomialsof constantdegree, the � -dimensionalfunc-

tional box-sumqueryis reducedto P * dominance-sumqueries.

ýkýýkýþkþþkþ ÿÿ�� ���� ����= +- -

(b) (c) (d) (e)(a)

Figure 4.5: A 2-dimensional functional box-sum query is reduced to four OIFBS queries.

Proof Sketch: An importantspecialcaseof thefunctionalbox-sumproblemis whenthe low

point of the querybox is fixed at �¬« 7 � . This is the origin-involvedfunctionalbox-sum(OIFBS).

An OIFBSqueryis specifiedby a singlepoint, thehigh point of thequerybox. A d-dimensional

functionalbox-sumquerycanbe reducedto P * OIFBSqueries.Figure4.5 depictsan examplein

two dimensions.Givenaquerybox < , thefunctionalbox-sum(figure4.5a)is equalto theOIFBSat

theupperright cornerof < (figure4.5b)minustheOIFBSat theupperleft cornerof < (figure4.5c)

minustheOIFBSat thelower right cornerof < (figure4.5d)plustheOIFBSat thelower left corner

of < (figure4.5e).

To solve theOIFBSproblem,we needto deviseanindex that logically storesa valuefor

every positionin thespace.This valueis theOIFBSat this position.Supposesuchanindex exists.

Let’s considertheeffect of insertinga new objectinto this index. Figure4.6aillustratesanobject

with box
� � "'$ ���	� andvaluefunction

ø  ��y$)-½, . Theeffect of insertingthis objectin thehypothetical

index containsfour parts:

� Á point ( � , - ) in box
� � "%$ ���	� , add û ®® Ç û�

 Ç ø  ��
� $)-��L, d-�� d��� ;� Á point ( � , - ) in box
� � J $ � ü � , add û ®	�® Ç û 

 Ç ø  ��
� $)-��F, d-�� d�
� ;
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� Á point ( � , - ) in box
� � ¸ $ �
��� , add û ®® Ç û 
 �
 Ç ø  ��
� $)-��F, d-�� d�
� ;� Á point ( � , - ) in box
� ��� $ �¬«a­5®�� , add û ®	�® Ç û 
 �
 Ç ø  ��
� $)-��¶, d-�� d��� .
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Figure 4.6: Update and query on the OIFBS index.

Thecombinedeffect is equivalentto:

��� point ( � , � ) in box �	����� �!�#"���$�%'&�( , add )���*+�,"-�/.0�21 &&43 1655 3�7 *+��8+"-��89. d��8 d��8 ;
��� point ( � , � ) in box �;:<��� �
:="���$�%'&�( , add )>:4*+�,"-�/.0�21 &	?& 3 1 55 3 7 *+�
8@"-��8A. d��8 d��8CB

1 && 3 1�55 3 7 *+��8+"-��8A. d��8 d�
8 ;
��� point ( � , � ) in box �;D<��� �
D="�� $�%'& ( , add )>D4*+�,"-�/.0�21 && 3 1 5 ?5 3E7 *+� 8 "-� 8 . d� 8 d� 8 B

1 && 3 1 55 3 7 *+� 8 "-� 8 . d� 8 d� 8 ;
��� point ( � , � ) in box �GFE��� ��F4"���$�%'&�( , add )4F>*+�,"-�/.0�21 && 3 1 55 3 7 *+� 8 "-� 8 . d� 8 d� 89H

1 &	?& 3 1 5 ?5 3E7 *+� 8 "-� 8 . d� 8 d� 8 B�1 && 3 1 5 ?5 3I7 *+� 8 "-� 8 . d� 8 d� 8 BJ1 &	?& 3 1 55 3�7 *+� 8 "-� 8 . d� 8 d� 8 .
Let 7 *+�K"-�L. beapolynomialof degreeatmost M . I.e. thereexistsaconstantN s.t. 7 *+�K"-�L.O�PRQSUT � 7 S *+�K"-�L. , where 7 S *+�,"-�/.0�WV S ��X�YC�[Z\Y , � S<]_^

, ` SI]a^
, and � S H ` SIb M . It easilyfollows that
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each)�c�*+�K"-�L. (dfeJgih4jUjlk4m ) is apolynomialof degreeatmost *nM Hpo . . For instance,

qsr	t9u
v\wyx{z |~}}�� |���-�
�� ��� rL�

� u�� ���nw>�l�C� dw>� du��
z �� � � r �

�
t�� ���R� x�tA� ����� x tAu � �A� r�� u � �@� rr x�t9w � �A� r�� w � �9� rr x

whosedegreeis max�-� S H h H ` S H h=� b M H�� . Henceeachvaluefunctioncanberepresentedin

constantspaceasa tuplestoringits coefficients.At worstthereare ��*nM[�s. coefficients,whereM and

o areconstants(in practicethis is muchlesssincenotall coefficientsarepresent).

Adding value ) c *+�K"-�L. to eachpoint in � c is prohibitively expensive. Insteadobserve that

all � c ’s sharethe samehigh point ��$�%'& . Consequently, an updateregarding � c affects all those

OIFBS queriesspecifiedat pointswhich dominate��c . This implies that eachsuchupdatecanbe

implementedasa �� \¡£¢�¤n¥ point insertionof avaluefunction:weactuallyinsertthepoint � c together

with the tuple of coefficientsof the function ) c *+�K"-�L. . For instance,the first updateregarding �	�
correspondsto: “insert at point �!� the N§¦��
¤n¥ representingthevaluefunction )��s*+�K"-�L. ”. An OIFBS

queryspecifiedat point � is thencomputedby (1) finding theaggregatedfunction over all points

dominatedby � , and, (2) evaluatingthe function at � . The value functionsarestoredas coeffi-

cient tuplesandthevalueevaluationis straightforward. As a result,anOIFBSqueryis reducedto

computingadominance-sum,with thedifferencethatnow westoreandmanipulatevaluefunctions

insteadof singlevalues.

As an example,considerfigure 4.6b. To computethe OIFBS at point `4� , we find the

objectcornerpointsdominatedby ` � (in this caseonly ¨ � ) andevaluatethe valuefunction at ` � .
Here, ¨	�©�ª* � "�h ^ . is oneof thecornerpointsof theobjectwith value4. The tuple thathasbeen

insertedat ¨s� is: �+k/"�B«k ^ "�BE¬�"�¬ ^ ( , sinceits valuefunctionis: 1 &: 1 5�\­ k d� 8 d� 8 �®k>�
��B¯k ^ ��B©¬=� H ¬ ^
.
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Evaluatingthisfunctionat ` � ��*n°�"�h�°y. yields: k,±/°!±6h�°KB©k ^ ±/°,B²¬6±6h�° H ¬ ^ �´³ ^
. Similarly, query

point `�:I��* � ^ "�h�°y. dominatesfourcornerpoints: ¨s��"'¨�:4"'¨ D "'¨;F . Thetuplesassociatedat ¨�:4"'¨ D "'¨;F are

�µB«k/"-k ^ "�³ ^ "�B<³ ^>^ ( , �n¶�"�B·h � "�BE°=k/" � h�³y( and �µB<¶�"�¶ ^ "�°=k/"�BE°=k ^ ( , respectively. Theaggregateof all

four tuplesis � ^ "�h�¬�"�° � "�B<¬=k>k�( andtheresultof anOIFBSat `�: is h�¬L± � ^ H ° � ±/h�°�B¸¬=k>k¹� �>º ³ . Note

thattheOIFBSof theothertwo cornersof thequeryboxareboth0, sincethey donotdominateany

objectcornerpoint. Thefunctionalbox-sumof thequeryboxshown in figure4.6bis thuscomputed

as �>º ³�B�³ ^ � � ¶>³ , which is the sameasour observation in figure 4.4aat the beginning of this

section.

Discussion:In general,we couldusefunctionsthat(i) areeasilyaggregatedusing H and

B operators,(ii) canberepresentedin constantspace,and,(iii) canbeeasilyevaluated.While both

thesimplebox-sumandthefunctionalbox-sumarereducedto � � dominance-sumqueries,thereare

variousdifferencesbetweenthe two approaches:(i) in thefunctionaldominance-sumproblemwe

maintaintuplesinsteadof singlevalues;(ii) givenanindex structurethatcomputesdominance-sums

thesimplebox-sumproblemneedsto maintain � � suchindices,while thefunctionalbox-sumonly

one;(iii) in thesimplebox-sumprobleminsertinga new objectcorrespondsto oneupdateon each

of the � � indices,while it causes� � updatesto thesingleindex of thefunctionalbox-sumproblem.

Thereis aninherentdistinctionbetweenthesimpleandthefunctionalbox-sumproblems.

In the functionalproblem,the value(function) of an objectcontributesto the queryproportional

to the intersectionsize betweenthe object and the query box. If a specializedindex is usedto

solve the functionalbox-sumproblem,this index cannotbeusedfor computingsimplebox-sums.

Conceptually, suchindex maintainstheanswerto every possiblequerybox asa weightedsumof

theobjectsthat intersectit. Theweightscorrespondto theobjectintersectionsizeswith thequery
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box. However, suchindex doesnotmaintaintheactualobjects.As a resulttheseweightscannotbe

de-allocatedto their respective objects,makingit impossibleto answersimplebox-sumqueries.

4.4 Performance

To comparetheperformanceof thevariousindiceswe useda datasetwith 6 million ran-

domlygeneratedspatialobjectsin a2-dimensionalspace.Eachsideof anobjectMBR is onaverage

1/10,000of thetotal dimensionsize. For solvingsimplebox-sumaggregations,notethatwe need

four dominance-sumindices,we implementedthefollowing: (a)astructureof four ECDF-B» -trees

(this approachis denotedas ¼¾½¸¿¹À » ), (b) four ECDF-BZ -trees( ¼©½·¿fÀ Z ), and(c) four BA-trees

( Á¾ÂIÃ ). WealsoimplementedaplainR*-treeandtheaR-tree,which is theR*-treeaugmentedwith

aggregatevaluesin index records(denotedasaR). Our initial experimentsshowedthattheBA-tree

approachhasa querytime over 200 timesfasterthantheplain R*-treeapproach.So we omit the

R*-tree performanceandwe compareour approachesonly with the optimizedaR-treeapproach.

For all indices,we usedLRU buffering. For theaR-tree,besidesusinga LRU buffer, we alsoused

a pathbuffer which buffers themostrecentlyaccessedpathof node. We used8KB pagesizeand

10MB memorybuffer.

Figure4.7acomparesthe index sizes. The aR-treeis the smallestindex. This is to be

expected,sincetheaR-treehaslinearspacewhile theBA-treeandtheECDF-B» -treehave a loga-

rithmic spaceoverhead.TheECDF-BZ -treeoccupiesthemostspace.This is becauseeachupdate

changestoo many borders.TheBA-treeandtheECDF-B» -treehave comparablestoragerequire-

ments,which aremuchlessthantheECDF-BZ -tree.Figure4.7bcomparesthequeryperformance.

Eachqueryreportsthetotal numberof I/Os spentover 1000randomlygeneratedqueryboxeswith
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Figure 4.7: Simple box-sum performance comparison.

fixedshapeandsize.Thequeryboxsize(QBS)isdescribedby thepercentageof thequeryareain the

wholespace.TheaR-treedoesnot performwell especiallywhentheQBSis large. This is because

its worstcaseperformanceis linear to thenumberof objectsin thequerybox. TheECDF-BZ -tree

approachperformsthebest,with theBA-treebeingveryclose.As expected,theECDF-B» -treehas

muchlargerquerytimesinceateachindex pagetoomany bordersneedto bechecked.Clearly, with

theadditionof thesmall spaceoverheadover theaR-tree,theBA-treeapproachshowed themost

robust performance.Moreover, its performancewasindependentof the querysizecharacteristics

(whichdrasticallyaffectstheaR-tree).

Wealsocomparedtheabove indexing schemesfor functionalbox-sumqueries.Sincethe

BA-tree wasmorerobust thanthe ECDF-B-treeswe reportthe comparisonbetweenthe BA- and

aR-trees.Figure4.8depictsthetotalexecutiontimeof 1000randomlygeneratedquerieswith QBS

being1% of thespace.The executiontime is thesumof CPU time (measuredby the ¢�¥#NÅÄ4¦��sVy¢�¥
systemcall) andthe I/O time (measuredby the numberof I/Os multiplied by 10ms). To observe

the impactof different-degreevaluefunctions,we usedtwo variationsof the original dataset.In

the first variationthe valueof eachobjectwastreatedasa constantfunction over the object, i.e.,
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a polynomialof degreezero. In thesecondvariation,objectswereassignedpolynomialfunctions

of degreetwo. The indicesfor the degree-zero(degree-two) caseusesubscriptd0 (respectively

d2). Clearly, as the degreeincreases,the query performanceworsenssincethe index becomes

larger. Nevertheless,theBA-treewasstill drasticallyfasterthantheaR-tree.The relative storage

requirements(not shown) for theBA-treeandtheaR-treeweresimilar to figure4.7a.

aR_d0 aR_d2 BAT_d0 BAT_d2
0

250

500

750

1000

1250

1500

1750

IO

CPU

Q
ue

ry
 T

im
e 

(#
se

c)

Figure 4.8: Functional box-sum performance comparison.

4.5 Conclusions

Weconsideredtheproblemof computingbox-sumqueriesoverobjectswith extent.Such

objectsappearin spatialandspatio-temporalapplications.We examinedtwo variations,thesimple

box-sumandthenovel functionalbox-sumproblems.In the latter, objectvaluesaredescribedby

functionsandanobject’s participationin theaggregationresultis thefunctionintegral over theob-

ject’s intersectionwith thequerybox. To thebestof our knowledgethis is thefirst work addressing

functionalaggregates.Novel reductiontechniqueswerepresentedto reduceeachof theseproblems

to dominance-sumqueries.Weproposeda tree-structured,disk-based,dynamically-updatedindex,

the BA-tree, that canefficiently answerdominance-sums.We alsopresentedtwo dynamic,disk-

basedextensionsof computationalgeometrysolutions(the ECDF-B-trees).Experimentalresults
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with spatialdatasetsshowedthat theBA-treehasthemostrobustperformance.We alsocompared

theBA-treeagainsttheaR-tree,anoptimizedR-treewhosenodesareaugmentedwith aggregation

information.At theexpenseof somelimited extra space,theBA-treecanoffer anorderof magni-

tudefasterquerytime. Moreover, theBA-treequeryperformanceis independentof thequeryshape

or size.
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Chapter 5

Box-Max Aggregation

5.1 ProblemDefinition

While chapter4 examinedthe SUM/COUNT aggregationover objectswith extents,in

this chapterwe examinetheMIN/MAX aggregation. We focuson theMAX aggregationandthe

techniqueswe proposecanbe directly appliedto computeMIN aggregates. More formally, the

problemwefocuson is definedasfollows.

� box-max: givenacollection Æ of boxobjectsandaquerybox ` , computeMAX �	Ç�jl)�V�¤+¦�¥�È Ç²e
Æ and Ç�j��;Çs� intersects̀�� .

An exampleof box-maxqueryis: “findthemaxprecipitationin theLosAngelesdistrict”.

Again, straightforward approachesfind the actualobjectsthat intersectwith the query and thus

arenot efficient. Our aim is to provide specializedindiceswhich focus on the MAX aggregate

computation.
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Althoughthebox-maxproblemis similar to thebox-sumproblem,thesolutionswe pro-

posedfor thebox-sumproblemscannot beappliedto thebox-maxproblem.The reasonlies in a

inherentdifferencebetweentheMAX problemandtheSUM problem.TheSUM operatorhasa in-

verseoperatorSUBTRACT, whichmeansthatto computetheSUM of asetof records(figure5.1a),

we cancomputetheSUM of a largersetof records(figure5.1b)andSUBTRACT from it theSUM

of recordsin thedifferencebetweenthesupersetandtheoriginal set(figure5.1c).

(a) (b) (c)

= −

Figure 5.1: SUM aggregate has an inverse operator, but MAX aggregate does not.

In this chapter, we presenta specializedaggregateindex, theMin/Max R-tree(MR-tree)

for the MIN/MAX aggregation. Basedon the R*-tree, we proposefour optimizations. One of

our optimizations(thek-max) attemptsto eliminatemorepathsfrom the index traversalwhenthe

aggregateis computed.As such,it canbeusedeitheron theSAM that indexestheobjects,or, on

aspecializedaggregateindex. Theotheroptimizations(union, box-eliminationandarea-reduction)

eliminateor resizeobjectMBRs whenthey do not affect the MIN/MAX computation.Thusthey

applyonly to specializedMIN/MAX aggregateindices.

As a by-product,we discusshow a specializedaggregateindex, theMSB-tree[YW00],

canbe improved by applying the box-eliminationoptimization. The MSB-treeefficiently solves

theMIN/MAX problemfor thespecialcaseof one-dimensionalinterval objects.Theoptimization

allows theMSB-treeto avoid frequentreconstructionsthatwereneededin its original version.
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5.2 The ProposedOptimizations

To computebox-maxaggregates,we coulduseanR-treeto index theobjectsandreduce

thebox-maxcomputationto a rangesearch,which meansto locatetheactualobjectsthat intersect

thequerybox ` while keepinga runningmaxvalueof theobjectsseensofar. Basedon theR-tree

index, in thissectionwe proposefour optimizationsthatimprove theperformance.

We first introducesomenotations. An index/leaf recordis an entry in an internal/leaf

nodeof the tree. Given an leaf record Ä , let Ä=j��GÇ=� and Äsjl)�V�¤+¦�¥ denotethe MBR andthe valueof

the record,respectively. Given an index record Ä , let Äsj��;Ç=� denoteits MBR, Ä=jl)�V�¤+¦�¥ denotethe

maximumvalueof all recordsin subtree(Ä ) and ÄsjÉ¨#Ê/ §¤ o denotethechild pagepointedby Ä .

5.2.1 The Ë -max optimization

TheaR-tree[PKZ+01] is anR-treewhereeachindex recordstorestheaggregate(in this

case,maximum)valueof all leaf recordsin the sub-tree.If a querybox containsthe MBR of an

index record,thevaluestoredat therecordcontributesto thequeryanswerandtheexaminationof

thesub-treeis omitted.However, theindex recordsathigherlevelsof theaR-treehave largeMBRs.

Sothebox-maxqueryis not likely to stopat higherlevelsof theaR-tree.The M -maxoptimization

is anextensionsuchthat even if thequerybox doesnot containtheMBR of an index record,the

examinationof thesub-treemaybeomitted.

The M -max optimization Alongwith each index record Ä , store the M objects(for a small

constantM ) which are in subtree(Ä ) and havethe largestvaluesamongthe objectsin thesubtree.

Whenexaminingrecord Ä during a box-maxquery, if the querybox intersectswith any of the M
max-valueobjectsin Ä , theexaminationof subtree(Ä ) is omitted.
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Clearly, the M -max optimizationallows for more pathsto be omitted during the index

traversal. However, the benefitof M -max on the queryperformanceis not provided for free. The

overall spaceis increased(sinceeachnodestoresmore information) as well as the updatetime

(effort is neededto maintainthe M objects).Hencein practicetheconstantM shouldbekeptsmall.

In ourexperiments,we foundlargeimprovementin querytime evenfor asmall MÌ�Í¶ .

As pointedout, thenext threeoptimizationsapplyfor anindex explicitly maintainedfor

theMIN/MAX aggregation(to avoid confusionwecall suchanexplicit index theMIN/MAX index).

SincetheMIN/MAX problemis not incrementallymaintainablewhentuplesaredeletedfrom the

database[YW01], the following discussionassumesanappend-onlydatabase(i.e., spatialobjects

areinsertedin thedatabasebut never deleted).Whena spatialobject Ç with MBR Ç�j��;Ç=� andvalue

Ç�jl)�V�¤+¦�¥ is insertedin the database,Ç�j��;Çs� accompaniedby Ç�jl)�V�¤@¦£¥ is insertedasa leaf recordin

theMIN/MAX index aswell. However, aswe will describe,someof theseinsertionsmaynot be

appliedto the MIN/MAX index, or may causeexisting MBRs to be deletedor alteredfrom the

MIN/MAX index. As such,we canuseanRÎ -treeto implementtheMIN/MAX index. Theresult

afterapplyingall four optimizationswill betheMR-tree.

5.2.2 The box-elimination optimization

Considertwo leaf records Ç�� and Ç4: , where Ç��#j��;Ç=� contains Ç4:4j��GÇ=� and Ç���jl)�V�¤@¦£¥ ]
Ç : jl)�V�¤+¦�¥ . Thereis no needto maintain Ç : in the MIN/MAX index sinceit will not contribute

to any MAX query. We thussaythat Ç : becomesÇ>�;�sÇ4¤n¥#N-¥ dueto Ç � , or Ç � makes Ç : obsolete.

The box-elimination optimization If during the insertionof an object Ç , a (leaf or in-

dex) record Ä is foundsuch that Ç�j��;Ç=� containsÄsj��;Ç=� and Ç�jl)�V�¤+¦�¥ ] Ä=jl)�V�¤@¦£¥ , remove Ä from the
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MIN/MAX index; if Ä is an index record, removesubtree(Ä ) aswell.

Theaboveoptimizationwill reducethesizeof theMIN/ MAX index, sincesub-treesmay

beremovedduringaninsertion.Thereis atradeoff betweenthetimeto updatetheMIN/MAX index

andtheoverallspaceoccupiedby this index. A newly insertedobjectmaymakeobsoletemorethan

oneexisting recordswhichareondifferentpathsfrom theroot to leaves.TheMIN/MAX index can

bemadeverycompactif all theseobsoleterecords(andtheir sub-trees)areremoved.However, this

mayresultin expensive updateprocessing.If theupdateis to bekeptfast,wecanchooseto remove

only theobsoleterecordsmetalongtheinsertionpath(which is asinglepathsinceweuseaRÎ -tree

to implementtheMIN/MAX index). Thecomplexity of theinsertionalgorithmremainsO(Ï9Ð>ÑE*+¡,. )
where¡ is thenumberof MBRsin theMIN/MAX index (whichin practiceis muchsmallerthanthe

totalnumberof spatialobjectsin thecollection).Anotherchoiceis to choosë pathsandremovethe

obsoleterecordsmetalongthesepaths,where ¨ is a constant.Thespaceoccupiedby theobsolete

sub-treescanbere-used.

5.2.3 The union optimization

While the box-eliminationoptimizationfocuseson makingobsoleteexisting recordsin

the index, the ¦�¡6 \Ç=¡ optimizationfocuseson makingobsoleteobjectsbeforethey areinsertedin

theMIN/MAX tree.FirstwenotethattheMBR of anobjectshouldnotbeinsertedin theMIN/MAX

index if thereis anexisting leaf objectin the index whoseMBR containsit andhasa largervalue.

Suchan insertioncan be safely ignoredfor the purposesof MIN/MAX computation. To fully

implementthis test,all thepathsthatmaycontainthis objecthave to bechecked;at worstthismay

checkall leaf objectsin theMIN/MAX tree.A betterheuristicis to usethe M max-valueMBRs. If
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thenew objectis containedby any of the M max-valueMBRs found alongthe index nodesin the

insertionpath,andhasasmallervalue,thenthereis no needto performtheinsertion.

Moreover, we observe thateven if theMBR of anobjectto be insertedis not fully con-

tainedby any existing leaf object,we still might safely ignoreit. This is the casewhenthe new

object’s MBR is containedin theunionof MBRsof severalexistingobjects.As illustratedin figure

5.2, theshadowedbox representsthenew objectto be insertedandtheothertwo rectanglesrepre-

senttwo objectsalreadyin theMIN/MAX index. Sincethenew objectis containedin theunionof

thetwo existingobjectswith asmallervalue,its insertioncanbesafelyignored.

8

7

2

Figure 5.2: The new object becomes obsolete by the union of two existing objects.

To implementthis technique,eachindex record Ä in theMIN/MAX index stores(1) the

union (denotedby Ä=jl¦�¡6 \Ç=¡ ) of MBRs of all the leaf objectsin subtree(Ä ), and(2) the minimum

value(denotedby Ä=jÉ¤CÇsÒ ) of all theobjectsin thesubtree(Ä ). Theoverall optimizationis described

below:

The union optimization If during the insertionof object Ç , an index(leaf) record Ä is

foundsuch that Ç�j��GÇ=� is coveredby Ä=jl¦�¡6 \Ç=¡ ( Ä=j��;Çs� ) and Ç�jl)�V�¤@¦£¥ b Ä=jÉ¤+Ç=Ò ( Äsjl)�V�¤+¦�¥ ), theinsertionis

ignored. Moreover, the insertionof Ç is obsoleteif there existssomemax-valueobjectstored in Ä
that covers Ç�j��;Ç=� andhasa valueno smallerthan Ç�jl)�V�¤@¦£¥ .
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A remainingquestionregardingtheaboveoptimizationis how to storetheunionof all leaf

objectsunderan index record.At worst,this unionmayneedspaceproportionalto thenumberof

leaf objectsthatcreateit. Giventhateachindex recordhaslimited space,we storeanapproximate

union. In particular, we storea goodapproximationthatcanberepresentedwith N boxes(MBRs),

where N is a small constant.Clearly, theapproximateunion shouldbe completelycoveredby the

actualunion, so that theapproximationaffectsonly thequerytime, but not thecorrectnessof the

queryresult. If the approximateunion coverssomeareanot coveredby the actualunion, it may

erroneouslymake somenew objectobsolete.This approximateunionis calledthecoveredt-union,

whichwe formally defineasfollows.

Definition 3 GivenconstantN anda setof ¡ boxesÆÍ�Ó�s�>�#"#Ô#Ô#Ô	"��	ÕL� where ¡�Ö×N , thecovered

t-union of Æ is definedasa setof N boxes�	V � "#Ô#Ô#Ôs"'V Q � such that: (1) Ø ÕSUT � � S
covers Ø QS9T � V S

; and(2)

Ø QS9T � V S
is maximal,i.e. there doesnot exist anothersetof N boxes�	V 8 � "#Ô#Ô#Ô	"'V 8Q � covered by Ø ÕS9T � � S

such that Ø QSUT � V 8S covers larger spacethan Ø QS9T � V S
.

An exhaustive searchalgorithm for finding the covered N -union works as follows: (1)

determineanexhaustive collectionof sets,whereeachsethas N boxes,while makingsurethat the

covered N -union belongsto the collection; (2) excludeevery set from the collectionsuchthat the

union of the set’s N boxesarenot coveredby the original ¡ boxes; and(3) amongall setsin the

collection,choosetheonesuchthattheunionof its N boxescoversthelargestarea.

However, it canbeshown that theabove algorithmtakesO(¡ : QAÙ F ) time, which makesit

impractical.Below we proposeanefficient O(¡·ÏUÐ>ÑÚ¡ ) algorithmwhich computesa goodapproxi-

mationof thecoveredN -union.
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Algorithm CoveredUnion(Boxes Û;Ü�Ý�Þ#ß'à [1..á ]) Givena setof á boxes Û;Ü�Ý�Þ#ß'à , returnanapprox-

imatecoveredâ -unionof Û;Ü�Ý�Þ#ß'à . Below â , ß and ã � u ânÞ w aresmallconstants.

1. Let Û;à;à�ä4Û bethe ß�å'â boxesfrom Û;Ü�Ý�Þ�ß�à whoseareasarethelargest;

2. Initialize thesetof destinationboxes ä=à#ÛGâ to beempty;

3. for i from 1 to â
4. Pick thebox æ from Û;à�à;ä4Û which hasthelargestareanot coveredby theunionof boxesin äsà#ÛGâ ;
5. loop ã � u ânÞ w times

6. Try to enlarge æ alongeverydimension;

7. endloop

8. Add æ to set äsà#ÛGâ ;
9. endfor

10. return ä=à#Û�â ;
TheideabehindalgorithmCoveredUnionis to pick N boxesfrom theoriginal ¡ boxesand

try to expandeachoneof themasmuchaspossible. The   Q9ç box ( h b   b N ) is chosenas the

onehaving the largestareanot coveredby the  èB´h boxescomputedso far. To enlarge a chosen

box � alongsomedimension,saythe é dimension(step6 of thealgorithm),we try to increasethe

higher � -valueof � a little bit anddecreasethe lower � -valueof � a little bit, while makingsure

that theenlargedbox is still coveredby theoriginal ¡ boxes. Clearly, any corner� of a box in the

covered N -unionshouldsatisfythefollowing condition:the � -valueof � is equalto the � -valueof a

cornerof somebox in source, andthe � -valueof � is equalto the � -valueof a cornerof somebox

in source. Thus,to try to increasethehigher � -valueof box � , we shouldincreaseit to thenearest

larger � of somecornerof oneof thesourceboxes. To implementthis, thealgorithmshouldhave

a preprocessingstepwhich sortsthe � ¡~� -valuesof cornersin thesource boxesandsimilar to the

� -values.Thecomplexity of thealgorithmis �Ì*+¡·Ï9Ð>Ñè¡,. .
In thefollowing discussiontheterm ¦�¡6 §Çs¡ meanstheapproximatecovered N -union.
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5.2.4 The area-reduction optimization

The last optimizationwe proposedynamicallyreducesthe box areaof the object to be

inserted.

The area-reduction optimization If during the insertionof object Ç , an index record Ä
is foundsuch that Äsjl¦
¡6 \Ç=¡ intersectswith Ç�j��;Ç=� and Ä=jÉ¤CÇsÒ ] Ç�jl)�V�¤@¦£¥ , wereducethesizeof Ç�j��;Ç=�
by subtracting the area covered by Äsjl¦
¡6 \Ç=¡ from it before inserting it to the lower levels. If the

insertionreachesa leaf objectwhich intersectsthe new objectand hasan equalor larger value,

theareaof thenew objectis reducedaccordingly. Theboxof thenew objectis similarly reducedif

somemax-valueobjectstoredin anindex record Ä existswhoseboxintersectswith Ç�j��;Ç=� andwhose

valueis no smallerthan Ç�jl)�V�¤+¦�¥ .

This optimizationreducesthe MBR of an objectonly if the reducedpart is coveredby

someexistingrecordsin thetreewith largerorequalvalues.Hencethecorrectnessof theMIN/MAX

aggregatesis notaffected.Onebenefitof thisoptimizationis thatoverlappingamongsiblingrecords

in thetreeis reduced.Figure5.3showsanexample.Thetwo largeboxesrepresenttwo index records

Ä>� and Ä	: . AssumeÄ>��jl¦�¡6 \Ç=¡ is equalto theMBR of Äy� . The combinationof the light-shadowed

andthedark-shadowed boxesrepresentsan objectto be insertedwith value8. The objectshould

be recursively insertedinto subtree(Ä	: ). Without applyingthearea-reductionoptimization, Ä	:4j��;Ç=�
would needto be expandedto fully containthe new object. On the otherhand,if we apply the

optimization,thelight-shadowedareais subtractedandthusweinsertin subtree(Ä : ) amuchsmaller

box (the dark-shadowed area)which is fully containedin Ä	:4j��;Ç=� andthusno expansionfor Ä	: is

needed.
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r2 (min=7)

r1 (min=9)

Figure 5.3: The area-reduction optimization helps to reduce overlaps.

Anotherbenefitof thearea-reductionoptimizationis thatit canhelpto makenew records

obsolete. As an example,considerfigure 5.3 again. It is possiblethat at somelower level in

subtree(Ä	: ), the dark-shadowed areais found obsolete. Sincethe light-shadowed areais already

madeobsoleteby Ä � dueto theoptimization,there’s noneedto inserttherecordatall.

Notethattheresultof aboxwhensomeareasaresubtractedfrom it maybeasetof boxes

ratherthana singlebox. Soanobjectto beinsertedmaybefragmentedinto severalsmallerboxes

by this optimization.Onechoiceto handlethis is to follow theR
Ù

-tree[SRF87] approach,i.e. to

insertevery small box asa separatecopy. But this choiceincreasesthe spaceoverhead.Another

choiceis to maintainthe list of smallboxesin theexecutionof the insertionalgorithm. As we go

down thetree,somesmallboxesmaybecomesmalleror obsolete.Eventuallyat theleaf level, the

MBR of thesmallerboxesis inserted.Notethat theMBR is at mostaslargeastheoriginal box to

beinsertedandin many cases,muchsmaller.

5.3 The Min/Max R ê -tr ee

TheMR-treeis adynamic,disk-based,height-balancedtreestructure.Therearetwo types

of pages:leaf pagesandindex pages.All pageshave the samesize. Sincethe MR-treeis based

on theRÎ -tree,eachpageexcepttheroot hasat most ë recordsandat least ì records.Eachleaf

recordhastheform �n�GÇ=�,"O) � ( , where ) � is thevalueof therecord.Eachindex recordhastheform
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�n�;Ç=�K"O¨#Ê/ \¤ oLí � � "�) � "#Ô#Ô#Ô�"Ú�Gî�"�)4î í ¦�¡6 \Ç=¡O"�¤CÇsÒ¸( . Here �GÇ=� and ¨#Ê/ \¤ o hastheir usualmeanings.The

list *n�	��"!)��;.G"#Ô#Ô#Ôs"0*n�;î�",)4î4. is the M max-valueleafobjectsin thesub-treeof this index record,sorted

by decreasingorderof value.Here � S
standsfor theMBR and ) S

for thevalueof theleafobjectwith

the   Q9ç largestvalue. The ¦
¡6 \Ç=¡ storesN boxes(theapproximateN -unionover all leaf MBRs), and

¤CÇ=Ò is theminimumvalueover all leafobjectsin thesub-tree.

Algorithm BoxMax(Page ï , Box æ , Value q ) Givena treenode ï , a querybox æ anda running

value q , thealgorithmreturnsthebox-maxqueryresultfor thesub-treerootedby ï .

1. for every recordÞ in ï whereÞ#ðlæ-Ü u intersectswith æ
2. if Þ#ð qsr�ñòq then

3. if ï is leaf then

4. qóz Þ#ð q r ;
5. elseif thereexists ô in [1, õ ] suchthat Þ#ð æ �

intersectswith æ
6. Let ô bethesmallestonesatisfyingthis condition;

7. if Þ#ð q � ñöq , set q÷z Þ#ð q �
;

8. else

9. qóz BoxMax(Page(Þ#ð ß�ø�ônùAä ), æ , q );

10. endif

11. endif

12. endfor

13. return q ;

Á¾Çs�£ëúV�� is a straightforward recursive algorithm. To find thebox-maxover box � , we

shouldcall BoxMax(rootpage,� , - û ). Themaindifferencebetweenthis algorithmandtherange

queryalgorithmin anR-treeis in steps5-7, which correspondsto the M -maxoptimization.For an

index record Ä , thealgorithmchecksthe M max-valueobjectsstoredin Ä . If any of themintersects

with � , thereis noneedto examinesubtree(Ä ).
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Algorithm Insert(Tree ü , Box æ , Value q ) Giventreeindex ü , abox æ andavalue q , thealgorithm

insertsanobjectwith æ and q into ü .

1. ý zÿþ æ�� ;
2. ï z rootpageof ü ;

3. while ( ï is not leaf ) do

4. for every recordÞ in ï whereÞ#ð æ'Ü u intersectswith æ
5. if Þ#ðlæ-Ü u is containedin æ and Þ#ð qsr��òq then

6. Removesubtree(Þ );

7. else

8. for every ô suchthat Þ#ð q �
� q

9. Modify eachbox in ý by subtractingÞ#ð æ �
from it;

10. endfor

11. if Þ#ð ù@Ü�� � q , modify everybox in ý by subtractingÞ#ð Ý�á/ônÜ�á from it;

12. endif

13. endfor

14. if ï haszerorecord,gotostep19;

15. if ý is empty, gotostep20;

16. ï z ChooseChild(ï , MBR( ý ));

17. endwhile

18. Optimizationsfor a leafpage;similar to steps4 through13; omit;

19. if ý is not empty, insert � MBR( ý ), q	� into ï ;

20. while ( ï is not root ) do

21. if ï overflowsthen

22. Split(ï );

23. elseif ï underflowsthen

24. Remove ï andreinserttherecordsfrom ï into thetreeat ï ’s level;

25. endif

26. Adjust theentryin Parent(ï ) pointingto ï ;

27. set ï z Parent(ï );

28. endwhile

29. if ï overflowsthen

30. Split old rootandcreatea new root;

31. elseif ï hasonly onerecordand ï is not leaf then

32. Remove ï andset ï ’schild asthenew root;

33. endif
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Generally, the insertionalgorithm follows a single path from the root down to a leaf.

Reorganizationsmayfollow thepathbackupto theroot. Theoptimizationsareappliedwhengoing

down the tree. Steps5 and 6 correspondto the box-eliminationoptimizationwhich removes a

sub-treeif the newly insertedobjecthasa larger valueandspatiallycontainsthe sub-tree.Steps

8 to 11 correspondto the area-reductionoptimizationwhich tries to reducethe sizeof thebox to

be inserted. Step14 dealswith the rarecasewhenall sub-treesin someindex page 
 become

obsoletedue to the insertionof an object. This may occur only when 
 is a root page,since

otherwisethe index recordpointing to 
 in the parentpagewould be obsoletebefore 
 hasa

chanceto be examined. For this case,the algorithm resultsin a tree with a single pageand a

singlerecord. Step15 meansthat the object to be insertedis obsoleteandno recursive insertion

into lower levels are needed. Step16 choosesa child pageto recursively insert into. We use

the samealgorithm as in the R*-tree. So the ChooseChildprocedureis not discussedin detail

here. In steps20 to 28, thepathof pagesis examinedbackwards. Theway to split anoverflowed

pageandto reinsertentriesin anunderflowed pageareidenticalto theapproachesin theR*-tree,

plus the maintenanceof the additionalinformationkept alongwith eachindex record. Steps29

through33 handleoverflow/underflow of the root page. As a consequence,the treeheightmay

increase/decrease.

5.4 Performance

We comparetheperformanceof theproposedMR-treeagainsttheplain RÎ -tree,theaR-

treeandtheaR-treewith the M -maxoptimization(denotedasaR-treeî $�%'& ). All thealgorithmswere

implementedin C++ using GNU compilers. The programsrun on a Sun Enterprise250 Server
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machinewith two 300MHz UltraSPARC-II processorsusingSolaris2.8. The pagesize is 4KB.

For spacelimitations we report the performanceof the MR-treeonly for M � N²�Ó¶ , where M is

the numberof max-valueobjectskept in eachindex recordand N is the numberof boxesusedto

representaunion.Similarly, theaR kmaxusesM��Í¶ . Eachindex utilizesanLRU buffer andapath

buffer, which buffers themostrecentlyaccessedpath. The total memorybuffer we usedfor each

programhas256pages.

We presentresultswith two datasets,eachcontaining5 million squareobjectsrandomly

selectedin a two-dimensionalspace.Thespacein bothdimensionsis [1, 1 million]. Thefirst data

setwasusedto testtheperformancein thepresenceof smallobjects.Thesizeof eachobjectwas

randomlychosenfrom 10 to 1000.Theseconddatasetcontainsmediumsizedobjects.Thesizeof

eachobjectwasrandomlychosenfrom 10 to 10,000.
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Figure 5.4: Comparing the performance for small object dataset.

Figure5.4 comparesthe performancefor the small objectdataset.In the figure we use

R*, aR,kaR,MR to representtheR*-tree,theaR-tree,theaR-treeî $0%'& andtheproposedMR-tree,

respectively. TheMR-treeusesabout25%lessspace(figure5.4a)thantheothermethods.This is
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becausesomeobsoleterecordswereremovedfrom the index. TheaR-treeî $�%'& occupiesthemost

space,sincecomparedwith the R*-tree andthe aR-treeit storesmore informationin eachindex

record.

To evaluatethequeryperformance,thequeryrectangleareavariesfrom 0.0001%to 50%

of thewholespace.For eachqueryrectanglesize,we randomlygenerated100squarequeriesand

measuredthe total running time. This running time wasobtainedby multiplying the numberof

I/Os by theaveragedisk pagereadaccesstime (10ms),andthenaddingthemeasuredCPU time.

The CPU time wasmeasuredby addingthe time spentin ¦£�s¥�Ä and �	�[�	N-¥#ì modeasreturnedby

the ¢�¥#NÅÄ4¦��sVy¢�¥ systemcall. Figure5.4bshows theaveragetime perqueryfor variousquerysizes.

While all methodsarecomparablefor small queryrectangles(sincefew objectssatisfythe query

anyways),theMR-treeis clearlythebestasthequeryrectanglesizeincreases.Notethatthequery

timescaleis logarithmic,sotheactualdifferencein queryspeedsis drastic(for example,with query

size of 1% the MR-tree is about20 times fasterthan the aR-tree). The reasonis that for large

queryrectangles,theMIN/MAX queryhasmorechancesto stopathigherlevelsin theMR-tree.In

particular, theaR-treewill decideto omit examininga sub-treeonly if thequeryrectanglecontains

theboxof thewholesub-tree.Ontheotherhand,theMR-treesearchmayomit traversingasub-tree

evenif thequeryrectanglepartly intersectswith it. Theusefulnessof the M -maxoptimizationcanbe

seenwhencomparingtheaR-treeî $�%'& with theplainaR-tree.TheMR-treeperformsbetterthanthe

aR-treeî $0%�& for two reasons.First, dueto the additionaloptimizations,the MR-treestoresfewer

objects. Second,objectsin the MR-treehave smallerarea(the areareductionoptimization),and

thusachieve betterclustering.
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Figure 5.5: Comparing the performance over medium objects.

For medium-sizeobjects,the performanceimprovementof the MR-tree over the other

structuresis evenbetter(figure5.5). Thereasonis thatlargerobjectshave morechancesto contain

otherobjectsandthusmake themobsolete;asa result,theMR-treebecomesmorecompact.This

trendcontinuedwith datasetswith largerobjects(resultsnot shown for brevity).
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Figure 5.6: Comparing the index creation time.

Wealsocomparedtheindex generationtime. For smallobjects(figure5.6a),theMR-tree

needsmoreCPU time to generate(about2.5 timesmore),but a little lessI/O time. This is to be

expected.AlthoughtheMR-treeoccupieslessspace,thegenerationof it needsmoreCPUtime to
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maintainthe extra informationstoredin the index records.For mediumobjects(figure 5.6b), the

MR-treetakesaboutthe sameCPU time but lessI/O time ascomparedwith the otherstructures,

sinceit is muchsmaller.

5.5 Optimize the MSB-tr ee

We first review the MSB-treewhich wasproposedby [YW00] to answerthe box-max

queriesfor 1-dimensionalinterval data.We thenshow how oneof our proposedoptimizationtech-

niques(thebox-eliminationoptimization)canbeutilized to improve it.

− +5 10 15 20 35 45

2

4

3

query

Figure 5.7: Illustration for box-max query in the 1-dimensional case.

In orderto supportbox-maxfor the1-dimensionaldata,[YW00] proposedto pre-compute

theaggregatesby dividing thetimespaceinto segmentsandassociatingavaluewith eachsegment.

For example,if therearethreeobjectsasshown in figure5.7,thetimespacecanbedividedinto six

segmentsasfollows:

[- û ,5]:- û , [5,10]:2,[10,20]:4,[20,35]:-û , [35,45]:3,[45,+û ]:- û .

Hereeachsegmentis representedby [start,end]:value,wherevalue=-û meansthat not

partof thecorrespondinginterval hasbeencoveredby aninsertedobjectyet.

An examplebox-maxqueryasillustratedby thethick line segmentin figure5.7hasresult

4,sincethequeryinterval intersectstwoobjectsandthelargervalueof theobjectsis 4. Equivalently,
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thequerycanbeperformedby scanningthroughtheabovesix segmentsandreturnthelargestvalue

amongtheintervalswhich intersectthequery.

Whentherearetoomany suchsegmentsthatthey donotfit in onediskpage,aB+-treelike

index (theMSB-tree)is maintained:adjacentsegmentsareclusteredinto leaf pagesof the index.

Along with the index recordpointing to a leaf page,an interval anda valuearemaintained.The

interval is theunionof all segmentsin thepage,andthevalueis themaxvalueacrossall segments

in thepage.If therearea lot of suchindex records,they areclusteredinto index pagesrecursively.

At thehighestlevel, theMSB-treehasasingleroot.

To performa queryon theMSB-tree,the root pageis examinedfirst. We know that the

intervals (of records)in thepageareconnectedto eachother. Soamongtheintervals that intersect

thequery, therecanbeatmosttwo whoseintervalspartially intersectthequery, while all theothers

arefully containedin thequery. If therootpageis anindex page,for any recordin thepagewhose

interval is fully containedin thequery, thereis no needto examinethesub-treereferencedby this

record. The reasonis that the max valueof the segmentsin the sub-treeis alreadystoredalong

with theindex record.For eachof thetwo recordswhoseintervalspartially intersectthequery, the

queryalgorithmrecursively goesto thepagereferencesby therecord.Notethatthis time,eachpage

canhave at mostoneinterval which is partially containedin thequery. Thusthequeryalgorithm

follows two pathsfrom the root level to the leaf level andthusthecomplexity of thealgorithmis

O(ÏUÐ>Ñ��¾ì ), whereÁ is thepagecapacityand ì is thenumberof leaf-level elements.

The index asdescribedabove mayhave expensive updates,sinceeachupdate(inserting

an objectwith an interval anda value)needto examineall the leaf elementswhich intersectthe
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insertedinterval. To improveperformance,[YW00] proposedto maintainanadditionalvaluealong

with eachindex recordasthemin valueof theleaf-level elementsin thesub-tree.By doingso,we

achieve O(ÏUÐ>Ñ � ì ) updateperformanceaswell. The reasonis that for any index record Ä whose

interval is containedin theinterval of theobject Ç to beinserted,thereis noneedto updatethesub-

treereferencedby this index record. Instead,we updatethemin valuestoredat Ä to be the larger

onebetweenÇ�jl)�V�¤+¦�¥ andtheoriginal min valueof Ä .

An MSB-treeis called ¨;Ç=ì¾�
V�¨;N if thenumberof leafrecordsin it is minimum.TheMSB-

treeupdatealgorithmdoesnot ensurethe compactnessof the tree. Sinceit is ideal to maintaina

small ì , [YW00] proposedto periodicallyreconstructtheMSB-tree.To reconstruct,thewholetree

is browsedin adepth-firstmannerto reportevery interval togetherwith theaggregationvalueduring

this interval. Theintervals thusreportedarecontinuousto oneanother. Adjacentintervalswith the

samevalue are merged. All the intervals are then insertedinto a second,initially empty MSB-

treewhich eventuallyreplacestheoriginal tree. During the reconstructionphase,theMSB-treeis

off-line, i.e. nonew insertioncanbemade.

Wediscusshow to applythebox-eliminationoptimization(proposedin section5.2)to the

MSB-treeto geta relatively muchsmallertreewhile it remainson-line. Theideais thatwhenever

the min andmax valuesof an index record Ä becomesequalduring an insertionprocess,remove

thewholesub-treereferencedby Ä . Themin andmaxvalueof Ä will becomeequalwhenannew

objectis insertedwhoseinterval containstheinterval of Ä andwhosevalueis larger thanthevalue

of Ä . Notethatin a MSB-tree,theunionof intervalsof all recordsat eachlevel is thewholespace.

However, if a sub-treeis removedfrom theindex, this conditiondoesnot hold any more.We need

to adjustthetreesuchthattheconditionstill holds.Supposeanindex recordÄ pointsto thesub-tree
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whichwasremoved. If Ä is theonly recordin apage,mergethepagewith asiblingpage;otherwise,

thereexistsa sibling record � wherethesub-treepointedby � hasnot beenremovedyet (otherwise

Ä and � would have beenmergedinto onerecord).Without loseof generality, suppose� is a right

sibling of Ä . Merge Ä with � by extendingthe interval of � to contain Äsjl  . Also, thefirst recordof

every nodein theleftmostpathstartingfrom �yjÉ¨#Ê/ §¤ o needsto beextendedaswell.

To analyzethecomplexity of themodifiedalgorithm,notethatat eachlevel of the tree,

at most two pagesare examined. In eachpage,thereare �Ì*CÁÌ. obsoleterecords. For eachof

theserecords,we needto follow a singlepathfrom the pagecontainingthe recordto someleaf.

Thus the worst caseupdatecomplexity is ��*CÁJÏUÐ>Ñ
�¾ìò. where ì is the numberof leaf records.

Thisdiscussiondoesnot countthecostto freeup thespaceoccupiedby thesub-treespointedto by

obsoleterecords.In fact,sincethesesub-treesarenotneededin any updateor queryto beperformed

later, thegarbagecollectioncanbeperformedby abackgroundprocess.Comparedwith theoriginal

MSB-treeupdatealgorithm,the modifiedupdatealgorithmis a little moreexpensive in theworst

case. However, this doesnot happenoften, sinceeachtime the modifiedalgorithmspendsmore

time in update,thetreeis shrunk.

The major benefitof the optimizedalgorithm is that it resultsin a much smaller tree

without periodicreconstruction.Considerthe insertionof anobject Ç whoseinterval is thewhole

spaceandwhosevalueis larger thanthat of every existing record. Theoriginal algorithmsimply

updatesthemin andmaxvaluesof all root-level recordsandthusthenumberof leaf recordsdoes

not change.On theotherhand,theoptimizedalgorithmimmediatelydecidesthat thewholetreeis

obsoleteandthusresultsin avery compacttree:a treewith only oneleaf record.
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5.6 Conclusions

We examinedtheproblemof computingMIN/MAX aggregationqueriesover spatialob-

jectswith non-zeroextents. We proposedfour optimizationtechniquesfor improving the query

performance.We introducedthe MR-tree, a new index explicitly designedfor the maintenance

of MIN/MAX aggregates. The MR-tree combinesall proposedoptimizations. An experimental

comparisonshowed that our approachprovidesdrasticimprovementespeciallywhenquerysizes

increase.As a by-product,we showedhow oneof theoptimizationscanbeappliedto improve an

existingaggregationindex (theMSB-tree).
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Chapter 6

Aggregationover Data Streamswith

Multiple Time Granularities

6.1 Intr oduction

Previous temporalaggregationwork, including our work in chapter2, is expressedin a

single time granularity. Usually this granularityis the sameas the granularityusedto storethe

time attributes. Recently, therehasbeenmuchresearchon multiple time granularities[BDE+98,

BWJ98, BS99,BJW00, Bet01]. In many datawarehousingquerylanguages,e.g.Microsoft’sMDX,

onequerycanreturnresultsat multiple granularities.Considera databasetrackingthephonecalls

recordsandlet the time granularitybe in seconds.Eachphonecall recordis accompaniedby an

interval [start, end) (both in seconds)indicatingthe time periodthis call took place. A temporal

aggregateexampleis: “find thetotal numberof phonecallsmadebetween12:30:01and15:30:59

today”. While aggregatingpersecondmaybenecessaryfor querieson therecententerprisehistory
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(saywithin 10 days),for many applicationsit is not crucialwhenqueryingtheremotehistory (for

example,dataolderthanayearago).In thelattercase,theaggregationatacoarsertimegranularity

(e.g.,per minuteor per day) may be satisfactoryenough. The ability to aggregateusingcoarser

granularitiesfor older datais crucial for applicationsthat accumulatelarge amountsof data. As

an example,[JMS95] cites that a major telecommunicationscompany collects75GB of detailed

call dataevery day or 27TB a year. With this hugeamountof sourcedata,even the specialized

aggregationindex underasingletime granularitywill soongrow too large.

Saving storagespaceis especiallyusefulfor applicationsunderthestreammodel,which

wasformalizedrecentlyby [HRR98]. A streamis an orderedsequenceof pointsthat arereadin

increasingorder. The performanceof an algorithmthat operateson streamsis measuredby the

numberof passesthealgorithmmustmake over thestream,whenconstrainedby thesizeof avail-

ablestoragespace.Themodelis very appropriatefor examplewhenanalyzingnetwork traffic data

[GMM+00, DH00,GKS01,GKS01b].Theamountof datathatis generatedin suchapplicationsis

very large,andcertainlycanexceedany reasonableamountof availablememoryquickly. Therefore

any analysistechniquehasto assumethat it canmake only onepassover thedata. Recentlypro-

posedtechniquesinclude clusteringalgorithmswhen the objectsarrive as a stream[GMM+00],

computingdecisiontree classifieswhen the classificationexamplesarrive as a stream[DH00],

aswell ascomputinghistogramsandansweringrangequerieswhenthe valuesarrive in a stream

[GKS01,GKS01b].

It is reasonableto considertwo streammodels: the windowmodel,wherewe areonly

interestedin datathat arrived recently, within a window � from currenttime, andthe complete

model,whenall dataareequallyinteresting.Both of themodelshave limitations,sincein thefirst
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modelold dataarecompletelylost, andin thesecondmodelaccuracy cansuffer sincethesizeof

availablestorageremainsconstantwhile theamountof dataincreasescontinuously.

In this chapterwe assumethatinsertionsanddeletionsof tuplescomeasa stream.Since

both the window modelandthe completemodelhave disadvantages,we proposea hybrid model

calledtheHierarchical Temporal Aggregation(HTA) model. Wekeepfull informationof all tuples

that arrived during the mostrecenttime, but we aggregateearlierrecordsat coarsergranularities.

We furtherseparatetheHTA modelinto thefixedstorage modelandthefixedtimewindowmodel.

Thedifferenceis basedon themechanismsto control theaggregation. Theformeroneis basedon

thesizeof thestructures,andthelatteroneis basedon theamountof time thatpasses.

Besidesconsideringthe (plain) temporalaggregation, we also considerthe more gen-

eralrange-temporalaggregation(chapter2) aswell asthespatio-temporalaggregationproblem.A

range-temporalaggregationqueryis: “find how many phonecallsweremadein 1999from phones

in the626area(Los Angeles)”. An exampleof a spatio-temporalaggregationqueryis: “givenan

arbitraryspatialregion,computethetotal rainprecipitationin this region in 1999”.

Thecontributionsof thechaptercanbesummarizedas:

� We provide efficient solutionsusingspecializedaggregationindicesfor temporalaggregate

problemsundermultiple granularities.In particularwe proposesolutionsfor both thefixed

storagemodelandfor thefixedtime window model.

� Basedon thetemporalaggregationsolutions,we proposea generalframework of computing

aggregatesusingmultiple time granularities.
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� Weshow how theframework canbespecializedto solve therange-temporalaggregationand

thespatio-temporalaggregationproblemsunderthefixedtime window model.

� Finally, wepresentextensiveexperimentalresultsthatvalidatethenewly proposedstructures.

Theability to aggregatewith fixedstorageis reminiscentof theon-lineaggregationpro-

posedin [HHW97]. There,whenan aggregationqueryis asked, an approximateansweris given

veryquickly. Thisansweris progressively refined,while theuseris providedwith theconfidenceof

thecurrentanswerandthepercentageof theelapsedcomputationtime out of thetotal time needed

to getthefinal answer. [LM01] achievedasimilar goalby keepingaggregateinformationin thein-

ternalnodesof index structures.Theproblemexaminedin this chapteris differentsincewe do not

keepall the informationastheexisting worksdo, andwe alwaysgive exactanswersto theaggre-

gationqueriesvery fast,with theexactanswersfor theremotehistorybeingaggregatedat coarser

timegranularities.

Aggregatingwith differentgranularitiesalsoresemblestheroll-up operationexaminedin

datawarehousingstudies.A datawarehouseis usuallybasedon a multi-dimensionaldatamodel.

Along eachdimension,a concepthierarchy mayexist, which definesasequenceof mappingsfrom

a setof low-level conceptsto high-level, moregeneralconcepts.For example,alongthe ¤CÇ4¨�V�NÅ \Ç=¡
dimension,we mayhave a concepthierarchÿ;  N§�Je �	NµV�N-¥ e ¨;Ç=¦
¡6N§Ä4�Re ¨�Çs¡6NÅ  ¡K¥�¡6N . The roll-up

operationperformsaggregationby climbing up a concepthierarchyfor a dimension. In a sense

the HTA modelalsoaimsto “roll-up” by climbing up the time hierarchy. However, the problem

examinedhereis different for two reasons:(1) In a datawarehouse,the information is storedat

thefinestgranularity, while in theHTA model,informationis storedat differenttime granularity,

100



accordingto whetherthe informationis old or new; and(2) Theroll-up in datawarehousingtakes

placeatquerytime,whichallowstheuserto gettheaggregationresultsatcoarsergranularity;while

in theHTA model,theroll-up takesplaceautomaticallyandsystematicallyasdataaccumulates.

Relatedis alsothework in [SJP01], whichpresentsaneffective techniquefor datareduc-

tion thathandlesthegradualchangeof thedatafrom new detaileddatato older, summarizeddata

in a dimensionaldatawarehouse.Although the time dimensioncanbe consideredasan ordinary

dimensionin thedatawarehouse,ourwork differsin thesemanticsof dataover thetimedimension.

Considerthe casewhena tuple is valid acrossall daysin a week. In our environment,the tuple

valuewill be countedoncetowardsany querywhich intersectsthe valid week. In the dataware-

houseenvironment,however, thetuplevaluewill becountedoncefor every dayof theweek.Thus

to aggregateby week,the techniqueof [SJP01] will multiply the tuple valueby 7. Clearly, both

semanticshave practicalmeanings.However, they applyto differentscenarios.

Therestof thechapteris organizedasfollows. Section6.2presentsthemodelsof aggre-

gationandidentifiesfour implementationissues.Thesolutionfor thetemporalaggregationproblem

underthe fixed storagemodelis presentedin section6.3, while the solutionunderthe fixed time

window modelis presentedin section6.4. Basedon thesesolutions,we proposea generalframe-

work for computingtime-relatedaggregatesusingmultiple time granularitiesin section6.5. As

specialcasesof the framework, the solutionsto the range-temporalaggregationproblemandthe

spatio-temporalaggregationproblemsunderfixedtimewindow modelaregivenin sections6.6and

6.7,respectively. Theperformanceresultsappearin section6.8. Section6.9discussesrelatedwork

while conclusionsarepresentedin section6.10.
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Figure 6.1: The HTA model.

6.2 Model

The time dimensionnaturally hasa hierarchy. A M -level time hierarchyis denotedas

¢�Ä>V�¡���� j#j#j�� ¢�Ä4V�¡!î , where ¢�Ä>V�¡�� is at the coarsestgranularityand ¢�Ä>V�¡!î is at the finest

granularity. Hereeachgranularityhasavaluerange(normallyafinite subsetof thesetof integers).

Any timeinstantcorrespondsto afull assignmentof the M granularities.For example,a3-level time

hierarchymaybe: �/¥�V�Ä�� ì~Ç=¡6N-Ê�� o V�� . Hereat thefinestgranularitywe have days,which are

groupedin months,which arefurthergroupedin years.A time instant“Oct 1, 2001” corresponds

to thefollowing full assignmentof thethreegranularities:“ �/¥�V�Ä =2001,ì~Ç=¡6N-Ê =10, o V�� =1”.

Givena M -level time hierarchy, theHierarchical Temporal Aggregation (HTA) modeldi-

videsthetime spaceg Ç=Ä=  ¢�"O¡!Ç=Òó. into M segmentsandfor eachsegment  «e���h4"#j#j#js"�M
� , theaggre-

gatesaremaintainedwith granularity ¢�Ä>V�¡ S
(figure6.1). Here Ç=Ä4 n¢ is a fixed time specifyingthe

creationtimeof thedatabaseand ¡!Ç=Ò correspondsto theever-increasingcurrenttime. Thedividing

timesbetweenpairsof adjacentsegmentsaredenotedas N �� S�� "#j#j#j	"-N î�� �� S��
.

As ¡!Ç=Ò progressesandasnew objectsareinserted,theinitial assignmentsof thedividing

timesmaybecomeobsolete.Thus,any solutionto thetemporalaggregationproblemundertheHTA

modelshouldallow the correspondingsegmentsto be dynamicallyadjusted.Dependingon what

triggersthedynamicadjustment,we furtherseparatetheHTA modelinto two sub-models:
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� Fixed StorageModel. Theassumptionfor thismodelis thattheavailablestorageis limited.

Whenthetotal storageof theaggregateindex becomesmorethana fixedthresholdÆ , older

informationis aggregatedat acoarsergranularity.

� Fixed Time Window Model. Herewe assumethat the lengthsof all segments(exceptthe

first �s¥#¢�ì�¥#¡6NG� ) arefixed.For example,in �s¥#¢�ì�¥#¡6Nµî whererecordsareaggregatedby ¢�Ä>V�¡!î
(sayby day),we maywantto keepinformationfor oneyear;for �=¥�¢�ì�¥�¡6NÅî�� � whererecords

areaggregatedby ¢�Ä>V�¡!î�� � (sayby month),we maywantto keepinformationfor fiveyears,

etc.Hence,as ¡!Ç=Ò advances,weneedto increasethedividing time instantsN �� S�� "#j#j#j	"-N î�� �� S��
.

The two modelsaregearedtowardsdifferentrequirements.For example,in a telephone

traffic applicationwe maywantto alwaysmaintaintheaggregateover themostrecentday(i.e., the

window sizeof thelatestsegment, �=¥�¢�ì�¥�¡6NÅî is setto a day). On theotherhand,thefixedstorage

modelguaranteesits storagerequirementsbut the lengthof the aggregationmaybeless,equalor

morethanaday.

To increaseadividing time N S � S��
in thefixedtimewindow model,boththeaggregateindices

for �=¥�¢�ì�¥�¡6N S and �=¥�¢�ì�¥�¡6N S Ù � shouldchange.To maintainefficiency thefollowing is needed:(a)

Weshouldavoid building thecompleteindex structuresfor thetwo segmentsaroundN S � S��
whenever

it advances.Rather, somekind of �
V�NÅ¨#Ê/ \¡£¢ shouldbe performed. (b) We shouldavoid frequent

dividing time advances. If we actually maintain ¤n¥#¡£¢�N-Ê S
to be a fixed value, the dividing times

shouldadvanceevery time ¡!Ç=Ò advances.Instead,we allow ¤n¥#¡£¢�N-Ê S
to bea valuewithin a certain

range g����n"�� ç . andwe increaseN S � �� S��
whenever ¤n¥#¡£¢�NµÊ S

reaches� ç .
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Figure 6.2: A record may affect several segments.

To designan aggregation index underany of the two models,therearefour issuesthat

needto beaddressed.

1. Structur e: Weneedto maintainanindex for eachof the M segmentsandweneedto integrate

theseindices(andpossiblysomeadditionalinformation)togetherasaunifiedindex structure.

2. Query: We needan algorithmto evaluatean aggregationqueryby looking up the unified

index structure.Oneimportantissueis that for a querywhich touchesseveralsegments,we

shouldavoid countingthe samerecordmore than once. In figure 6.2, the shadowed box

illustratesthequery, which involvessegment1 andsegment2. Thequeryresult is the total

weightof recordsÄ>�#"£Ä	:="�Ä D "�Ä	F . However, sincewemaintaintheaggregatesfor eachsegment

individually, recordÄ	: and Ä D aremaintainedin bothsegments.Soif thequeryis dividedinto

two, onepersegmentandaggregatethetwo queryresults,Ä	: and Ä D wouldbecountedtwice,

which shouldbe avoided. Anotherissuethat ariseuponqueryis the querygranularity. As

figure 6.2 shows, a query may spanmore than one segments,whereeachsegmenthasa

differentgranularity. In this case,we assumethe querygranularityto be the coarsestone

amongall thesesegments.

3. Update: We needto incrementallymaintainthe unified index structureasnew objectsare

inserted/deleted.
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4. Advancing the dividing times: Thetwo sub-modelsdiffer in how theadvancementis trig-

gered. However, for both models,we needto advancethe dividing times systematically.

Moreover, informationbeforethenew dividing time shouldberemoved from the index and

aggregatedatacoarsergranularity.

6.3 Temporal Aggregationwith Fixed Storage

[YW01] proposedtwo approachesto incrementallymaintaintemporalaggregates.Both

approachesrely on usingtwo SB-treescollectively. In this sectionwe first proposea slightly dif-

ferentapproachand thenwe presenta techniqueto extend the approachunderthe fixed storage

model.

6.3.1 The 2SB-tree

A singleSB-treeasproposedin [YW01] canbeusedto maintaininstantaneoustemporal

aggregates.OnefeatureabouttheSB-treeis thatadeletionin thebasetableis treatedasaninsertion

with a negative value.Thusin therestwe focuson theinsertionoperation.[YW01] alsoproposed

two approachesto maintainthecumulative temporalaggregate. Thefirst approachis calledDual

SB-tree. Two SB-treesarekept. Onemaintainstheaggregatesof recordsvalid at any given time,

while theothermaintainstheaggregatesof recordsvalid strictly beforeany giventime. Thelatter

SB-treecanbeimplementedvia thefollowing technique:whenever adatabasetuplewith interval  
is insertedin thebasetable,aninterval is insertedinto theSB-treewith starttime being  'j�¥#¡ o and

endtime being H û . To computethe aggregationquerywith query interval   , the approachfirst

computestheaggregatevalueat  'j�¥#¡ o . It thenaddstheaggregatevalueof all recordswith intervals
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strictly before  'j�¥#¡ o andfinally subtractsthe aggregatevalueof all recordswith intervals strictly

before 'j��	NÅV�Ä4N .
Thesecondapproachis calledtheJSB-tree. Logically, two SB-treesareagainmaintained.

Onemaintainstheaggregatesof recordsvalid strictly beforeany giventime,while theothermain-

tainstheaggregatesof recordsvalid strictly afterany giventime. Physically, thetwo SB-treescan

becombinedinto onetree,whereeachrecordkeepstwo aggregatevaluesratherthanone.To com-

puteanaggregatewith queryinterval   , thisapproachsubtractsfrom thetotalvalueof all maintained

intervals(whichis asinglevalueandis easilymaintained)theaggregateof all recordswith intervals

strictly before 'j��	NÅV�Ä4N andtheaggregateof all recordswith intervalsstrictly after  'j�¥�¡ o . As [YW01]

pointsout, thetwo approacheshave tradeoffs andnooneof themis obviously betterthantheother.

We herebyproposea new approachcalledthe 2SB-tree. The ideais againto maintain

two SB-trees.Onemaintainstheaggregatesof recordswhose��NµV�Ä4N timesarelessthanany given

time, while theothermaintainstheaggregatesof recordswhose¥�¡ o timesarelessthanany given

time. To computeatemporalaggregateregardinginterval   , wefind thetotalvalueof recordswhose

�	NÅV�Ä4N timesarelessthan  'j�¥#¡ o andthensubtractthetotalvalueof recordswhose¥�¡ o timesareless

than  'j���NµV�Ä=N . Note that eachsuchSB-treestakesas input, besidesa value,a point insteadof an

interval. Thepoint impliesaninterval from it to H û . Comparedwith theDual SB-tree,to answer

anaggregationqueryweneedto performtwo SB-treetraversalsinsteadof three.Comparedwith the

JSB-treeapproach,thereis noneedto maintainthetotalweightof all records,andthetwo SB-trees

haveunifiedpoint input. In theJSB-tree,wecanalsolet thetwo SB-treestakepoint input;however,

the input pointshave differentmeaningsfor the two trees.In onetree,it impliesan interval from

BEû to thepoint,while in theothertree,it impliesaninterval from thepoint to H û .
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6.3.2 The 2SB-treewith Fixed Storage

Whenwehavefixedstoragespace,weextendbothSB-treesin the2SB-treeapproachwith

multiple time granularitiesunderthefixedstoragemodel. Eachof theextendedSB-treesis called

theSB-treewith fixedstorage (SB-tree��� ) andthecompleteindex is calledthe2SB-treewith fixed

storage (2SB-tree��� ). It is enoughto discussthefour implementationissuesonasingleSB-tree��� .

tdiv
2t1

div

1I

orig nowtdiv
k-1

I I2 k

Snap1 Snap Snap2 k-1

Figure 6.3: Structure of the SB-tree ��� .

Structur e: Similarly with asingleSB-treein the2SB-treeapproach,theSB-tree��� main-

tainsasetof timepointsandis ableto answerthe1-dimensionaldominance-sumqueryof theform:

“given a time N , find the total valueof all points lessthan N ”. The extensionis that the time di-

mensionis divided into M segments. For eachsegment,an SB-tree � S is maintained. The total

storagesize Æ canbeenforcedby requiringthateachindex � S occupiesnomorethan Æ S
diskpages,

where Æ � "#j#j#j�"GÆ6î canbe setby thewarehousemanagerdependingon applications.Furthermore,P îSUT � Æ S � Æ . For simplicity we assumethat Æ,���aj#j#jL�úÆ£î·�_Æ� 4M . For eachdividing time N S � S��
, a

value Æ�¡!V	� S
is alsokept. This valueis thetotal valueof all pointsinsertedbefore N S � S��

. Figure6.3

illustratesthestructure.

Query: In orderfor theSB-tree��� to computeadominance-sum,wefirst find thesegment

  which containsN andqueryindex � S . Then,if  "!Wh , Æ�¡!V�� S � � is addedto thequeryresult. Note

thatby reducingthetemporalaggregationqueryintodominance-sumqueries,wehaveautomatically

avoidedtheproblemillustratedin figure6.2. This is becausein the reducedproblem,eachinput,
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Figure 6.4: Advancing the dividing time.

aswell asquery, dealsnot with an interval, but with a point, which falls into exactly oneof the

segments.

Update: To insertapointwith time N andvalue ) , wefind thesegment  whichcontainsN
andinsertthepoint into � S . Next, ) is addedto Æ�¡!V	� S "#j#j#js"GÆ�¡!V���î&� � . Last,if thesizeof � S becomes

larger thanthe thresholdÆ' 4M , we advancethe dividing time N S � �� S��
. This reducesthe sizeof � S by

removing partof the index while the removed informationis aggregatedat ¢�Ä>V�¡ S � � andstoredin

index � S � � .
Advancing the dividing time: Figure6.4adepictsan examplewhere �=� is aggregated

by monthwhile �#: is aggregatedby day. Assume�#: becomestoo big and thus N �� S��
needsto be

advanced.Considerthetime intervalsof therecordsin theroot pageof index � : (figure6.4b).The

lifespanof �#: is betweenN �� S��
and N :� S��

. The major ticks representthe monthsandthe minor ticks

representthedays.Thedividing time N �� S��
shouldoccurat a majortick sinceit is alsotheendtime

of the lifespanof index �=� , which is aggregatedby month. Therectanglesin figure6.4brepresent

theroot-level recordsin SB-tree�#: . Thelifespansof theseroot-level recordsarecontiguousto one

another. Since�#: is aggregatedby day, theconnectiontimesof theserecordsfall on theminor ticks,

but they maynot fall on majorticks.
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To advancethe dividing time N �� S��
, we needto choosea new dividing time N Õ)(+* � S��

and

move the informationbefore N Õ)(+* � S��
from �#: to �=� (aggregatedat a coarsergranularity). For sim-

plicity let’s assumethathalf of theinformationis movedover. Straightforwardly, onewishesto go

to therootpageof �#: andmovethesub-treespointedto by theleft half of therecords.For example,

in figure6.4b,weshouldmovethesub-treespointedto by thefirst four root-level recordsfrom �#: to

� � . Wefirst assumethatthelastroot-level recordto bemovedendsatamajortick (whichis thecase

in thefigure,asillustratedby the thick line segment). Thecasewhenthe recordendssomewhere

insidea monthis discussedafterwards.To remove informationfrom �#: is easy:we just performa

treetraversalon thesub-treesanddeallocateall treepagesmet.We thusfocuson how to update�=�
andwe proposetwo algorithms.

Algorithm 1. Note that theSB-tree�#: logically maintainsa setof points,eachof which

correspondsto amonthandaday. Since�=� aggregatesby month,weshouldstandardizethesepoints

suchthat they correspondto monthsonly. Thealgorithmis to find for every monthbeforeN Õ)(+* � S��
,

thetotalvalueof pointsinsertedsometimeduringthismonth.If thevalueis notzero,weupdate�=� .
For theexampleof figure6.4b,we find thetotal valueof pointsinsertedduringmonths1, 2 and3,

respectively. To find thevaluefor agivenmonth,saymonth2, weperformadominance-sumquery

at thefirst dayof month3 andthensubtractfrom it thedominance-sumat thefirst dayof month2.

In theabovealgorithm,thenumberof queriesweperformon �#: for anadvanceof dividing

time is equalto ë , the numberof monthsbetweenN �� S��
and N Õ,(+* � S��

. Thusthe total I/O spentfor

thesequeriesis �Ì*në ÏUÐ>Ñ � 
�. , where 
 is thenumberof leaf recordsin � : and Á is thepagesize

in numberof records.Although ë is normallysmallerthan 
 , this is not alwaystrue;e.g. when

theapplicationgeneratessparsedatawhereeachrecordspansseveralmonthsanddifferentrecords
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Figure 6.5: Illustration of algorithm 2.

have little overlap.Weherebyproposea -/.103254	6
7�098 algorithm.Wecanchoosebetweenthetwo

algorithmsat run timewhenthevaluesof : and 0 areknown.

Algorithm 2. The ideais that we reconstructthe entireaggregateson the part of ;=< that

needsto beremoved.As shown in [YW01], thiscanbeperformedby adepth-firsttraversalto reach

all leafnodes.Theresultis a list of intervals,oneconnectingto another, eachof which is associated

with avalue(thedominance-sumatall time instantsduringthis interval). An exampleof sucha list

is shown in figure6.5. Weusethisexampleto illustratehow wecanidentify themonthsandvalues

to be insertedinto ;)> by traversingthis list only once. Initially, we meetthe first interval [Jan1,

Jan5). Sinceit startsandendsin thesamemonth,no changeis needed.Whenwe seethesecond

interval [Jan5, Mar 5), we concludethatin January(themonthof thestarttimeof theinterval), the

sumof all insertedpointsis 4. This triggersanupdateof ;)> . Thenext interval [Mar 5, Mar 20) can

beignoredagain.Thelast interval [Mar 20,Jun30) hasvalue9. Thevalueis thesumof all points

insertedin Januaryandin March. To getonly thesumof pointsinsertedin March,we subtract4

from it andweget ?A@9BDCFE . This triggerstheotherinsertionin ;)> .

Now we considerthecasewhenthe last root-level recordto bemoveddoesnot endat a

majortick. E.g. in figure6.4b,assumethatthefourth recordendsnotat GH> , but at G < . To handlethis

situation,we chooseGJI)K+LNMPO�Q to bethelastmajortick before G < (which is G�> in this example).There
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is a singlepathin ;=< from root to leaf alongwhich eachrecordcontainsG > . Theserecordsareall

split at GH> ; the left copiesareaggregatedandrecorded(alongwith thesub-treerootedby the first

threeroot-level records)in ;)> , while theright copiesareretainedin ; < .

After the sub-treesareremoved from ;=< , index ; > is updatedandthe dividing time G >MPO�Q
is advancedto G+I,KRLNMPO�Q , thereis onemoreissueto resolve. Supposethedominance-sumat G+I,KRLNMPO�Q
on theprevious ; < is S , we needto add S to TVU�W&X�> . Furthermore,we needto update; < suchthat

a dominance-sumquerywithin the new ; < is not affectedby the part that wereremoved. This is

achievedby insertinginto ; < value @YS at time G+I,K+LZMPO�Q .

Theorem 7 Let T bethestorage limit in numberof diskpagesand [ denotethepage capacityin

numberof records. The2SB-tree\�] with ^ timegranularitiescomputesa temporal aggregatewith

-_.12`4	6�7a.bT�c,^d8�8 I/Oswhile theamortizedinsertioncostis -_.e^�254	6
7a.bT�c,^d8H8 .

Proof: An SB-tree\�] with ^ time granularitiescontainŝ SB-trees,onefor eachgranularity.

Thusa 2SB-tree\�] with ^ time granularitiescontainsf	^ SB-trees.We canallocate T�c,f	^ pages

for eachSB-tree. Thusthe max numberof leaf recordsin every SB-treeis -_.bTg[�c,^d8 . Sincethe

querycostfor asingleSB-treeis -_.12`4	6�7hUi8 [YW01], whereU is thenumberof leaf records,andto

computea temporalaggregatethe2SB-tree\�] performsonequeryin eachof thetwo SB-trees,the

querycostis -/.1254	6�7j.bTk[_c,^d8%8gCl-_.12`4	6�7�.bT�c,^d8H8 .

Now weconsidertheinsertioncost.Weknow thattheinsertioncostof asingleSB-treeis

-_.12`4	6 7 Ui8 . By applyingsimilar reasoningasin thepreviousparagraph,wearrive at theconclusion

thattheinsertioncostof the2SB-tree\�] is -_.1254	6
7�.bT�c,^d8%8 if noadvancingof thedividing timetakes

place.If anSB-tree; O occupiesmorethan T�c,^ pagesdueto aninsertion,weneedto movehalf of the
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treeto ; Onm > . Assumethatwe usethesecondalgorithmasdiscussedearlierin this section.Thecost

containsthreeparts:(1) thecostto reconstructtheaggregatesfor theto-be-removed partof ; O ; (2)

thecostto removefrom ; O ; and(3) thecostto insertinto ; Onm > . Thecostof part1 is -/.bT�c,^d8 [YW01].

Thecostto remove from ; O is also -_.bT�c,^d8 . Thecostto insertinto ; Onm > is -/. ] 7o 254	6 7 .bT�c,^d8H8 , since

thereare -/.bTk[_c,^d8 intervals in the reconstructedaggregatelist and (in the worst case)for each

oneof theman insertiontakesplacein ; Onm > . In the worst case,the operationof moving half of

the treeto anotherSB-tree(which aggregatesat a coarsergranularity)is executedrecursively for

^p@9q times.Soweconcludethatthecostof advancingadividing time is -/.bTk[r2`4	6�7�.bT�c,^d8H8 . Now,

sinceafter eachsuchadvancement,the SB-treewherehalf of the treewasremoved is only half

full, to fill it takesanother-_.bTk[_c,^d8 insertions. Thusthe costof advancinga dividing time can

be amortizedamongthe -_.bTk[_c,^d8 insertions,or -/.e^Y254	6 7 .bT'c,^d8%8 per insertion. To sumup, the

amortizedinsertioncostof the2SB-tree\�] is -_.e^Y254	6 7 .bT�c,^d8%8 .

6.4 Temporal Aggregationwith Fixed Time Window

For simplicity, weassumethattherearetwo levelsin thetimehierarchy:stWvu_wyxazbU|{}GP~ .
Oursolutionin thissectioncanbeextendedto threeor morelevels.Thetimedimension� �)�,ze�}�ZU����A8
is dividedinto two segmentsby thedividing time G�MPO�Q . As discussedbefore,thedifferencebetween

U��)� and G�MPO�Q shouldbe within a certainrange ���9�e�����t8 . Without loseof generality, we assume

that ���kC�� and ����C�f�� , i.e. U��)����� G�MPO�Q������PG�MPO�Q"��f���8 . Similar to themethodologyof

section6.3,weextendeachof theSB-treesin the2SB-treeunderthefixedtimewindow model(SB-

tree\Z�N� ), andwe call thecollective structurethe2SB-treewith fixedtimewindow(2SB-tree\Z�Z� ).

Wenow focuson asingleSB-tree\Z�N� .
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Figure 6.6: Structure of the SB-tree \Z�Z� .

Structur e: Figure6.6 shows the structure. Herewe use Tk; to representsparse index,

which meansto aggregateby day; we use ��; to meandenseindex, which meansto aggregateby

minute.Thedividing timeis currently G�> . ForpointsbeforeGH> , wemaintainasparseindex Tk;=��> . For

pointsafter G�> , we maintaintwo denseindices ��;)> < and ��; <P� , correspondingto thepointsbefore

andafter G < C3G�>g��� . For pointsbelongingto � G�>=�PG < 8 andpointsbelongingto � G < �PU��)�A8 , we also

maintainsparseindicesTk; > < and Tk;=<P� . Theseindiceswill beaugmentedto index Tg; ��> laterastime

advances.Furthermore,at G > , GJ< and GJ�/C�GJ<Y��� , we maintainthreevalues TVU�W&X > , TkU�W�X�< and

TVU�W&X � asthetotal valueof thepointsbeforeG�> , thetotal valueof thepointsbefore G < andthetotal

valueof thepointsbeforeG � , respectively.

Query: Thealgorithmto computeadominance-sumregardingtime G is asfollows:

� If G� ¡G�> , returnthequeryresulton Tk;=��> ;
� otherwise,if G" �G < , query Tk;)> < or ��;)> < , dependingon whetherG is thefirst minuteof some

day;returnthequeryresultplus TVU�W&X�> ;
� otherwise,query ��; <P� or Tk; <P� , dependingonwhetherG is thefirst minuteof someday;return

thequeryresultplus TVU�W&X�< ;

Update: Thealgorithmto inserta pointwith time G andvalue S is:
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Figure 6.7: Advancing the dividing time in the SB-tree \Z�Z� .

� If G� ¡G > , insertinto Tk; ��> ; add S to TkU�W�X > , TkU�W�X�< and TkU�W�X�� ;
� otherwise,if GY ¦G < , insertinto Tk;)> < and �§;)> < ; add S to TVU�W&X < and TVU�W&X � ;
� otherwise,insertinto Tk; <P� and ��; <P� ; add S to TVU�W&X � .

Advancing the dividing time: Whenthecurrenttime U���� advancesto G � (figure6.7a),

we needto advancethedividing time G�MPO�Q from GH> to G < . Thealgorithmis:

� Integrate Tg;)> < into Tk;=��> . First, reconstructthe aggregatesof Tk;)> < . Then,scanthroughthe

resultlist of intervals; for eachinterval �©¨�G�Wv�)G��H~=U�s
8 with value S , insert ªe¨�G�Wt�,G��PS�@rSv«5¬ into

Tg; ��> , whereS « is thevalueof thepreviousinterval (for thefirst interval, S « is 0).

� Set TVU�W&X}­�ClTVU�W&X � whichstandsfor thetotal valueof pointsinsertedbeforeGJ­�C�G � ��� ;

� Initialize thedenseindex ��; � ­ andthesparseindex Tk; � ­ to beempty;

� Remove indices ��;)> < and Tk;)> < .

After themodifications,thelayoutof theSB-tree\Z�N� is asshown in figure6.7b. Wenote

that the window size � canbe adjustedby the warehousemanager. A large � meansthat the

2SB-tree\Z�N� behavessimilarasthe2SB-treewhichaggregatesonly by minute.A small � means

thatthe2SB-tree\Z�Z� behavessimilarasthe2SB-treewhichaggregatesonly by day.
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6.5 The General Framework

In sections6.3 and6.4, we have proposedmethodsto extendthe temporalaggregation

index (the SB-tree)to the fixed storagemodelandto the fixed time window model,respectively.

Note that the temporalaggregationprobleminvolvesonly onedimension:the time dimension.In

general,therearetime-involved aggregationproblemsthat involve multiple dimensionsincluding

thetimedimension.Someexamplesare:

� range-temporal aggregation: Maintain a set of objects,each of which hasa key, a time

intervalanda value, soasto efficientlycomputethetotal valueof objectswhosekeysare in a

givenrangeandwhoseintervalsintersecta giventimeinterval. Thisproblemwasintroduced

in [ZMT+01]. Comparedwith the previously discussedtemporalaggregation problem,a

query is further limited by a key range. The previous problemis actuallya specialcasein

that thequerykey rangeis alwaysthewholekey space.An examplescenariois to maintain

a databaseof phonecall records,eachof which hasa key (the telephonenumber),a time

interval duringwhich thecall occurredanda value1. A range-temporalqueryis: “find how

many phonecallsweremadein 1999from phonesin the626areacode”.

� spatio-temporal aggregation without spatial extent: Maintain a set of objects,each of

which hasa ( s -1)-dimensionalpoint,a timeinterval anda value, soasto efficientlycompute

the total valueof objectswhosepointsare in a givenhyper-rectangleand whoseintervals

intersecta giventimeinterval. An examplescenariois adatabaseof measuredrainfalls. Each

recordhasa 2-dimensionalpoint (the locationof themeasuringinstrument),a time interval

during which a rainfall occurred,anda valuefor the measuredprecipitation. A querymay
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be: “find thetotalprecipitationof rain fallsmeasuredin theLosAngelesareain 1999”. Note

that the above formalizationassumesthat the queryarea(e.g. Los Angeles)is a rectangle.

Arbitrary queryshapescanbedividedinto a collectionof rectangularareas(however details

arebeyondthescopeof this chapter).

� spatio-temporal aggregationwith spatial extent: Maintain a setof objects,each of which

hasa ( s -1)-dimensionalrectangle, a timeintervalanda value, soasto efficientlycomputethe

total valueof objectswhoserectanglesintersecta givenhyper-rectangleandwhoseintervals

intersecta giventimeinterval. In thepreviousrainfall example,althougheachmeasuringin-

strumentis locatedatapoint location,eachrainfall occursoveranarea.Again,for simplicity

weassumerectangularareas.Thuseachrecordhasa2-dimensionalrectangle(theareaof the

rainfall), a time interval of therainfall duration,andavalueasthemeasuredprecipitation.

In thissection,weassumetheexistenceof aggregateindiceswith asingletimegranularity

andwe build a generalframework of how to extendthesestructuresto thefixedstoragemodeland

thefixedtimewindow model.Examplesof suchsingle-granularityindicesaretheSB-tree[YW01],

theMVSB-tree[ZMT+01] andtheBA-tree[ZTG02].

As shown in section6.3.1, to aggregateobjectswith 1-dimensionalextent (eachobject

hasatime interval), wecanutilize two SB-trees,eachof whichmaintainsasetof pointobjects(one

for theinterval starttimeandtheotherfor theinterval endtime)andis ableto answerthefollowing

query:“computethetotalvalueof objectswhosepointsareto theleft of aquerypoint”. Thisquery

is aone-dimensionaldominance-sumquery.
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Figure 6.8: Dominance-sum structure with fixed storage.

To generalize,our framework of solving time-relatedaggregationsis asfollows. First,

theaggregationis reducedto dominance-sums.Weassumethereexist dominance-sumindiceswith

singletime granularity. Next we discusshow to extendthesedominance-sumstructuresto support

multiple granularitiesunderbothHTA models.

6.5.1 Dominance-SumFramework with Fixed Storage

For the fixed storagemodel, i.e. to computes -dimensional(including the time dimen-

sion)dominance-sumswith fixedstoragespace,theextendedstructureis shown in figure6.8.Here

the time dimensionfrom orig to now is divided into ^ segments,eachsegment z��®��q,¯5¯°^v± cor-

respondingto a single-granularitys -dimensionaldominance-sumstructure; O . Again, eachsuch

index correspondsto a differentgranularity, e.g. ;)> aggregatesperyear, ; < aggregatespermonth,

and ; � aggregatesperday, etc. At every dividing time G O MPO�Q betweentwo adjacentsegmentindices

; O and ; O`² > , a ( s -1)-dimensionaldominance-sumstructure(without the time dimension)TVU�W&X O is

maintainedwhich is usedto pre-computethe( s -1)-dimensionaldominance-sumsoverpointsto the

left of G O MPO�Q .

To performadominance-sumquery, wherethequerypoint falls in segmentz , first aquery

is performedon ; O for objectswhosetimesarein segmentz . Next, if z´³lq , aqueryis performedon

TVU�W&X Onm > for objectswhosetimesarebeforeG O M%O�Q . Thesummationof thesequeriesis theanticipated

result.
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The total allowed storagespacecanbe allocatedto the indices ; O and TVU�W&X O . Sincethe

sizesof indices TVU�W&X O are independentto the time dimension,we expect them to be small. So

the main focusis the sizesof ; O . As time advancesandrecordsaccumulate,; O may becometoo

large. We handlethis by advancingthedividing time G Onm >M%O�Q to a latertime G+I,K+LZMPO�Q . Thereareseveral

operationsthatneedto beperformed:

1. divide operation: divide index ; O into two parts: ;¶µO which correspondsto thepoint objects

before GJI)K+LZM%O�Q and ;¶·O which correspondsto thepoint objectsafter G+I,KRLNMPO�Q . ;¶·O becomesthe

new ; O afterthedividing time is advanced.

2. coarsenoperation: coarsenthegranularityof ;¶µO sothatit aggregatesat thesamegranularity

of ; Onm > . Theresultis usuallya muchsmallerindex ;¶µd¸O .

3. integrate operation A: integratethecoarsenedindex ; µO with ; Onm > . The integratedindex is

thenew ; O¹m > .

4. integrate operation B: integratethecoarsenedindex ;¶µO with TkU�W�X Onm > . Theintegratedindex

is thenew TVU�W&X Onm > .

As anexample,in section6.3.1we discussedhow to extendanSB-treeto multiple gran-

ularities.Thedivide operationis straightforward. As shown in figure6.4b,theSB-treeis a B+-tree

like structurewhoseentriescorrespondto continuousintervals. The sub-treereferencedby the

entriesbeforethe new dividing time G+I,K+LZMPO�Q is the first sub-treewhich is to be coarsenedandin-

tegratedinto the previous index ; Onm > , while the sub-treereferencedby the restentriesis the new

; O . Thecoarsenoperationandthe integrationoperationA areperformedtogetherin section6.3.1.
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TheintegrationoperationB is trivial for theSB-treewith fixedstorage,sincethe TVU�W&X Onm > which is

to beupdatedis a singlevalue(correspondingto a 0-dimensionalindex structure).Theintegration

simplyaddsto it thetotal valueof pointsin ; µO , i.e. thosewhosetime instantsarebetweenG O¹m >MPO�Q and

GJI)K+LZM%O�Q . Thevaluecanbelocatedvia asinglesearchin theindex ; µO .

6.5.2 Dominance-SumFramework with Fixed Time Window

If the four operationsidentified in the previous sectionare provided by the aggregate

indices,the structureshown in figure 6.8 canalsobe usedfor the fixed time window model,too.

SincetheSB-treeprovidesall thesefour operations,thestructureof theSB-tree\Z�Z� proposedin

section6.4 is notnecessary. However, thatdiscussionillustrateshow theframework workswhenat

leastoneof thefour operationsis notprovided.For instance,this is thecasewhenusingtheMVSB-

treeor theBA-treefor range-temporalandspatio-temporalaggregations,sinceit is notclearhow the

divide operationandtheintegrationoperationscanbeperformedwith theseindices.Thefollowing

discussionassumesthatnoneof thefour operationsis provided.

For simplicity, we considerthecasewhentherearetwo time granularities.Theextended

structureis shown in figure6.9.Again,theobjectswhosetimeinstantsarebeforeG�MPO�Q areaggregated

atacoarsergranularityinto index Tk; (standingfor sparseindex), andtheobjectswhosetimeinstants

are after G�MPO�Q are aggregatedat a finer granularity into index ��;)> and ��; < (here �§; standsfor
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denseindex). Weassumethewindow sizebetweenthedividing time G�MPO�Q andthecurrenttime U��)�
is alwaysbetween� and f�� . Thus �§;)> maintainsthe aggregationof pointsbetweenGJMPO�Q and

G�MPO�QY��� , while �§; < maintainstheaggregationof pointsafter G�MPO�Qº��� . All the indices Tk; , �§;)>
and �§; < are s -dimensionaldominance-sumindiceswith a singlegranularity.

When U���� advancesto GJM%O�Q»�¦f�� , we advancethedividing time to GJI,KRLNMPO�Q"C�G�MPO�Q¼�¡� .

Sincewe have alreadyseparatedthe denseindex into two parts,thereis no needto performthe

divide operation.However, we still needto coarsen��;)> andintegrateit into Tk; . Sincewe do not

assumethedominance-sumindex hasthis operation,we maintainalongwith ��;)> a separateindex

W¶Tk;)> , calledappendindex, which correspondsto thepointsbetweenGJM%O�Q and GJM%O�Qº��� andwhich

will beintegratedinto Tk; whenthedividing time is to beadvanced.Similarly, wemaintainsuchan

index W¶Tk; < alongwith �§; < . Onestraightforwardapproachto implementsuchappendindicesis to

index theoriginalobjectswherethetimeinstantsarealignedto coarsegranularities.Thisalignment

usuallymeansthat theappendindicesaremuchsmallerthanthecorrespondingdenseindices.For

example,supposetherearetwo timegranularitiesu¶~�Wv�½wyx��)U|G�¾ andthelist of objectsare:

� May 1995,value=1
� Sep1995,value=4
� Oct1995,value=2
� Feb1996,value=3
� Apr 1996,value=5
� Aug 1996,value=2
� Sep1996,value=1
� Nov 1996,value=1,

Then the correspondingappend index
maintainstwo items:

� 1995,value=7
� 1996,value=12.

120



To supportqueries,we maintain( s -1)-dimensionalindices TVU�W&X > , TVU�W&X�< and TVU�W�XZ� ,
whichmaintaintheaggregatesof pointsbeforeG�MPO�Q , pointsbeforeG�MPO�Q¼��� , andall points,respec-

tively. Notethat TkU�W�X � is notnecessary, sinceit is never usedin query. Thereasonfor maintaining

it is thatwhenwe advancethedividing time, ratherthancomputingthenew TVU�W&X < (by integrating

W¶Tk; < into theold TVU�W�X < ), wecansimply take thepre-computedTVU�W&X � .

As specialcasesof theframework, in thenext two sectionswediscusstherangetemporal

aggregationandthespatio-temporalaggregationproblemswith multiple time granularities.Since

neitherof theexistingcorrespondingdominance-sumstructures(MVSB-treeandBA-tree)provides

thefour operationspointedout in section6.5.1,we focuson thefixedtimewindow model.

6.6 The RangeTemporal Aggregationwith Fixed Time Window

Wefirst show how therangetemporalaggregationproblemcanbereducedto dominance-

sumsin section6.6.1. We have proposedtheMVSB-tree(section2.4) which is an index structure

to maintaindominance-sumsunderthe transaction-timemodel. In section6.6.2we show how we

canextendtheMVSB-treeto fixedtime window modelasa specialcaseof thegeneralframework

proposedin theprevioussection.

6.6.1 Reduction fr om RangeTemporal Aggregationto Dominance-Sums

In section2.3,we proposeda techniqueto reduceeachrangetemporalaggregationquery

to 6 dominance-sumqueries.Actually, thereductiontechniquefrom simplebox-sumto dominance-

sum (section4.2) canbe appliedto reducea rangetemporalaggregation into 4 dominance-sum

queriesasfollows.
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Figure 6.10: A range temporal aggregation query is reduced to 4 dominance-sum queries.

Intuitively, aquerytimeinterval andakey rangecollectively form aqueryrectanglein the

2-dimensionaltime-key space.The queryrectanglehas4 corners.A rangetemporalaggregation

queryis thenreducedto 4 dominance-sumqueries,onefor eachcornerof thequerybox. This is

illustratedin figure6.10.Figure6.10ashows a queryrectangleandtwo objectsintersectingwith it.

Therangetemporalaggregationqueryasksto computethetotal valueof thesetwo objects.Wefirst

notethatin orderfor anobject � to intersectthequerybox ¿ , theleft cornerof � hasto bedominated

by theupperright cornerof ¿ . Figure6.10bshows thecandidateboxes. Somecandidatesarefalse

hitssincethey areeithercompletelyto theleft, or completelyunder, ¿ . Thefalsehits to theleft of ¿
correspondto thosewhoseright cornersaredominatedby theupperleft cornerof ¿ (figure6.10c).

The falsehits under ¿ correspondto thosewhoseleft cornersare dominatedby the lower right

cornerof ¿ (figure6.10d). Note thatafter thesefalsehits aresubtractedfrom thequeryresult,the

objectswhoseright cornersaredominatedby thelower left cornerof ¿ (figure6.10e)aresubtracted

twice. So their summustbe addedagain. To sumup, we canmaintaintwo MVSB-trees,onefor

theleft cornersof all objectsandtheotherfor theright cornersof all objects;anda rangetemporal

aggregationqueryis reducedto 4 dominance-sumqueriesin thetwo MVSB-trees.Wecall thisnew

structurethe2MVSB-tree.
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6.6.2 The MVSB-tr eewith Fixed Time Window

In this sectionwe show how the MVSB-treecanbe extendedto the fixed time window

model.We call suchanextendedstructuretheMVSB-tree\Z�Z� . Dueto our reductiontechniquein

section6.6.1,wecancomputerange-temporalaggregatesusingtwo MVSB-tree\Z�Z� .

Using the two-granularitycaseas an example,the structureof the MVSB-tree\Z�Z� is

thesameasshown in figure6.9. The indices Tg; , ��;)> and ��; < areimplementedasMVSB-trees.

The appendindices W¶Tk;)> and W
Tg; < arearrays. Again, we expect that thesearraysaresmall for

two reasons:(a) the lengthsof intervals � G�>=�PG < 8 and � G < �PG � 8 shouldbe within somegiven window

sizes;and(b) thearraysaresparse,i.e. if duringthesameyeartherearemany pointsinsertedwith

thesamekey, they arekept asa singlearrayelement.The indices TVU�W&X�> , TVU�W&X < and TkU�W�X � are

implementedasSB-treesindexing thekey dimension.

Thequeryalgorithmandthealgorithmto advancedividing timesfollow the framework

preciselyandwe omit their discussion.Thereis a minor differenceis theupdatealgorithm.While

theSB-tree\Z�Z� assumesthevalid-timemodel,theMVSB-tree\Z�Z� assumesthetransaction-time

model.Thusany point insertedin theMVSB-tree\Z�N� hastime U��)� . Soto inserta new point, the

only indicesto beaffectedare �§; <P� , Tk; <P� and TVU�W&X � .

6.7 The Spatio-Temporal Aggregationwith Fixed Time Window

In section3.3,we proposedtheBA-treewhich pre-computess -dimensionaldominance-

sums.In this sectionwe show how theBA-treecanbeextendedto thefixed time window model.

We call suchanextendedstructuretheBA-tree\Z�Z� . Sincea box-sumqueryis reducedto several
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dominance-sumqueries,we cancomputespatio-temporalaggregatesusingsomeBA-tree\Z�Z� .

Again,we usethetwo-granularitycaseasanexample.Thestructureof theBA-tree\Z�Z�
is the sameasshown in the framework (figure 6.9). Here,the indices Tk; , ��;)> and ��; < areim-

plementedas s -dimensionalBA-trees,whereoneof the s dimensionscorrespondsto time andthe

restdimensionscorrespondto space.Theappendindices W
Tk;)> and W¶Tk; < arearrays.Notethatsuch

arraysarerelatively larger thanthetemporalaggregationcaseandtherange-temporalaggregation

case.Thereasonis thatalthoughtwo pointswhich differ only in timemight becombinedtogether,

with multiple spatialdimensionsit is more likely that two pointshave differentspatiallocations

andthuscannotbe combined.The indices TVU�W&X�> , TVU�W&X < and TVU�W�X � areimplementedas( s -1)-

dimensionalBA-trees.Thealgorithmsof theBA-tree\Z�Z� follow thediscussionof theframework.

6.8 PerformanceResults

In this section,we provide experimentalresultsto evaluateour framework acrossvarious

aggregationproblems:thetemporalaggregationwith fixedstorage,the temporalaggregationwith

fixedtimewindow, therangetemporalaggregationwith fixedtimewindow, andthespatio-temporal

aggregationwith fixed time window. We compareour proposedsolutionswith two baselineap-

proacheswhich involve a singletime granularity. Specifically, we assumethe time hierarchyhas

two levels: svWtuÀwÁxazbU|{}GP~ , andconsiderthe following two single-granularityindices,onewhich

aggregatesonly by dayandonethataggregatesonly by minute. We expectthata by-dayaggrega-

tion index will have thesmallestindex size,sinceit aggregatesat a coarsegranularity. However, it

will alsohave theleastaggregationpower in thesensethatit cannotcomputeby-minuteaggregates.

Conversely, theotherbaselinecase,theby-minuteaggregationindex, hasmuchhigherindex size.
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Wewill show thatthenew approachescombinethebenefitsof thebaselinecases.

Thealgorithmswereimplementedin C++ usingGNU compilers.Theprogramsranon a

SunEnterprise250Servermachinewith two 300MHzUltraSPARC-II processorsusingSolaris2.8.

We comparetheindex generationtime, thequerytime andtheresultindex sizes.Whengenerating

the indices,we reportthe time spentin CPUandfor I/O. We measuretheCPUcostby addingthe

amountsof time spentin {Z¨)~=� and ¨&u
¨&G�~�x modeasreturnedby the ��~�G+�,{N¨&Wt��~ systemcall. We

measuretheI/O costby multiplying thenumberof I/O’s by theaveragedisk pagereadaccesstime

(10ms).We useda 8KB pagesize. For all thealgorithmswe usedtheLRU buffering schemeand

thebuffer sizewas100pages.

Unlessotherwisestated,eachdatasetcontains10million updates.Thecurrenttime U��)�
advancesgraduallyuntil 40years,which is equalto 14,610days.For thefixedtimewindow exper-

iments,theaveragedistancebetweenthedividing time and U��)� is a parameterin theperformance

graphs.We call this distancethe by-minutewindowsizesincethe recordsin this moving window

areaggregatedby minute. The by-minutewindow sizevariesfrom 0.1% to 10% of the 40-year

time space.To generatethe time interval of a record,we choosetheendtime of its interval to be

exponentiallycloseto U��)� . Thelengthof therecordintervalsareonaverage1000minutes.

For the query performancewe measurethe execution time in numberof I/Os of 100

randomlygeneratedqueries.For theby-dayindices,theaggregatesarecomputedat aby-daygran-

ularity. For the by-minuteindices,the aggregatesarecomputedat a by-minutegranularity. For

theindiceswith multiple granularities,the ��~�Â=~=U|G aggregates(if thequeryinterval is laterthanthe

dividing time)arecomputedby-minuteandtheearlieraggregatesarecomputedby-day.
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6.8.1 Performanceof Temporal Aggregationwith Fixed Storage
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Figure 6.11: Generation and query time of temporal aggregation with fixed storage.

First, we experimentedwith the 2SB-treewith fixed storagefor temporalaggregations.

In thefiguresit is representedasSB FS. As baselinecomparison,we alsoimplementedthesingle

granularity2SB-treesSBdayandSB min, thataggregateonly by dayandonly by minute,respec-

tively. For theSB FS,we vary thestoragespacefrom 10MB to 40MB. Figure6.11acomparesthe

generationtime of the threeindices. TheSB min takesmuchlongerto generatethantheSB day.

As theamountof spaceallocatedto theSB FSincreases,theSB FStakeslongerto generate,since

relatively morerecordsareaggregatedby minute,andthusthe index sizeis larger. However, the

generationtime of SB FSis alwayscloserto thefasterSB min.

The query time (figure 6.11b), shows a similar trend, i.e. the SB FS is very closeto

SB dayandbotharemuchfasterthantheSB min.

Finally, we examinethe relationshipbetweenthe storagespaceandthe averagesizeof

theby-minutewindow of theSB FS(figure6.12). Notethat the40 yeartime spaceis divided into
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Figure 6.12: Average by-minute window size of temporal aggregation with fixed storage.

two parts: the first part aggregatesby day andthe secondpart aggregatesby minute. Obviously,

the larger the allocatedstoragesize is, the larger the by-minutewindow size is. (In the extreme

case,whenwe have unlimitedstorage,all datais aggregatedby minute.)This trendis observed in

figure6.12.

6.8.2 Performanceof Temporal Aggregationwith Fixed Time Window

WeuseSB FTWto representthe2SB-treewith fixedtimewindow. Figure6.13acompares

theindex generationtime while varyingtheby-minutewindow size.Thesingle-granularityindices

SB day andSB min arenot affectedwhen the by-minutewindow sizevaries. As expected,the

SB daytakestheshortesttimeto generate,while theSB min takesthelongesttime. Thegeneration

timeof theSB FTW is betweentheothertwo (11timeslessthanthatof theSB min for 1%window

size). As theby-minutewindow sizebecomeslarger, thegenerationtime of theSB FTW tendsto

belonger, too. Theeffectof thesizeof theby-minutewindow on thegenerationtime is twofold. A

largerwindow sizemeansthatthedividing time is increasedlessoften.On theotherhand,a larger
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Figure 6.13: Generation and query time of temporal aggregation with fixed time window.

window implies that thesizesof the indiceswhich exist after thedividing time arelargerandthus

theupdatesin themtake longer. Thecombinedeffect is shown in figure6.13a.

As shown in figure6.13b,theSB FTW andtheSB dayhave similar queryperformance

which is much fasterthan that of the SB min. For 1% window size, the SB FTW is 30 times

fasterthantheSB min. TheSB FTW is preferredover theSB daysincefor therecenthistory, the

SB FTW hastheability to aggregateata finergranularity.

As figure6.14ashows, theSB FTW usesa little morespacethantheSB day, but much

lessthanthespaceusedby theSB min. For 1%window size,theSB FTW uses23 timeslessspace

thantheSB min. In figure6.14bwe comparetheindex sizeswherethenumberof objectschanges

from 1 million to 20million. Herewefix theby-minutewindow sizeto be1%of thetimespace.As

thenumberof objectsincreases,thesizesof all thethreeindicesincreaseaswell. Still, we observe

thatthesizeof theSB FTW is a lot lessthanthatof theSB min.
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Figure 6.14: Index sizes of temporal aggregation with fixed time window.

6.8.3 Performanceof RangeTemporal Aggregationwith Fixed Time Window

We useMVSBFTW to representour rangetemporalaggregation index with fixed time

window, while MVSBdayandMVSBmin representthesingle-granularityindices. Differentfrom

the SB FTW, now the TkU�W�X structuresare implementedasSB-trees,whosesizesdependon the

numberof differentkeys thedatasethas.We createfour datasets,with thenumberof keys varying

from 1000to 1,000,000.For theexperimentsin this section,we usea by-minutewindow sizeof

10%of thetimespace.

Figure6.15ashowsthatthesizesof all threeindicesincreasewith thenumberof different

keys. TheMVSB FTW hasindex sizescloserto theMVSB day. Figure6.15bcomparesthequery

time. Again,asthenumberof keysincreases,theMVSB FTW querytimebecomeslonger. Wenote

thattheperformancedifferencebetweenMVSB FTW andMVSB dayis somewhat larger thanthe

performancedifferencebetweenSB FTW andSB day, especiallyasthenumberof keys increases.

The reasonis that in the rangetemporalaggregationcase,the TkU�W�X structuresembeddedinto the
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Figure 6.15: Performance of the range temporal aggregation with fixed time window, vary-

ing number of keys.

index havesizesproportionallyto thenumberof differentkeys,andthusstoringandqueryingthem

incursextracost.

6.8.4 Performanceof Spatio-Temporal Aggregationwith Fixed Time Window

WeuseBA FTW to representour spatio-temporalaggregationindex with fixedtime win-

dow while BA day andBA min denotethe correspondingsingle-granularityindices. For the data

setswe generated,besidesthe time dimensionthereare two spatialdimensions.The numberof

differentlocationsperspatialdimensionvariesfrom 50 to 1000.Again,theby-minutewindow size

is setto 10%of thetime space.

As shown in figure6.16,asthenumberof locationsperspatialdimensionincreases,both

the index sizesandthequerytime of the indicesbecomelarger. The reasonis that theBA-tree is

sensitive to thenumberof differentspatiallocationsa point objectmayresideat. This is moreap-

parentwith theBA FTW sinceto performaquery, besidesthemainindex, wealsoqueryaseparate

130



50 200 500 1000

0

500

1000

1500

2000

2500

3000

3500

4000

BA_m in

BA_day

BA_FT W

#locations in each dimension

In
de

x 
si

ze
 (

#M
B

)

50 200 500 1000

0

250

500

750

1000

1250

1500

1750

2000

2250

2500

BA_m in

BA_day

BA_FT W

#locations in each dimension

Q
ue

ry
 ti

m
e 

(#
IO

)

(a) index sizes (b) querytime

Figure 6.16: Performance of the spatio-temporal aggregation with fixed time window, vary-

ing the number of different locations per spatial dimension.

2-dimensionalBA-tree(the TVU�W�X index) which maybelarge. This observation illustratestheneed

to aggregateatcoarsergranularitiesbothalongthetime dimensionandalongotherdimensions.

6.9 RelatedWork

Temporal Aggregation. [Tum92]presentedanon-incrementaltwo-stepapproachwhere

eachsteprequiresa full databasescan.First the intervals of theaggregateresulttuplesarefound

andtheneachdatabasetuple updatesthe valuesof all result tuplesthat it affects. This approach

computesa temporalaggregatein O(xaU ) time,wherex is thenumberof resulttuples(atworst, x
is O(U ); but in practiceit is usuallymuchlessthan U ). Notethatthis two-stepapproachcanbeused

to computerangetemporalaggregates,however thefull databasescansmake it inefficient. [KS95]

usedtheaggregation-tree, amain-memorytree(basedonthesegmenttree[PS85])to incrementally

computeinstantaneoustemporalaggregates.However thestructurecanbecomeunbalancedwhich

impliesO(U ) worst-casetime for computinga scalartemporalaggregate. [KS95] alsopresenteda
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variantof theaggregationtree,the ^ -orderedtree,which is basedon the ^ -ordernessof thebaseta-

ble; theworstcasebehavior thoughremainsO(U ). [GHR+99, YK97] introducedparallelextensions

to the approachpresentedin [KS95]. [MLI00] presentedan improvementby consideringa bal-

ancedtree(basedon red-blacktrees).However, thismethodis still main-memoryresident.Finally,

[YW01] and[ZMT+01] proposedtheSB-treeandtheMVSB-tree,respectively, whichcanbeused

to computethescalarandrangetemporalaggregates.Both of themaredisk-based,incrementally

maintainableandefficient for queries(logarithmic).

Point Aggregation. Thesolutionsproposedin this chapterutilizesexisting structuresto

computedominance-sums.Thecomputationalgeometryfield possessesmuchresearchwork onthe

dominance-sumandthemoregeneralgeometricrangesearchingproblem[Mat94, BKO+97,AE98].

Most solutionsarebasedon the range tree proposedby [Ben80]. A variation of the rangetree

which is usedto solve the s -dimensionaldominance-sumqueryis calledtheECDF-tree[Ben80].

The s -dimensionalECDF-treewith U pointsoccupies-_.nU�2`4	6 M�m >< Ui8 space,needs-_.nU�2`4	6 M�m >< Ui8
preprocessingtime andanswersa dominance-sumqueryin -_.1254	6 M< Ui8 time. Note that theECDF-

treeis astaticandinternal-memorystructure.For thedisk-based,dynamiccase,[ZTG02] proposed

two versionsof theECDF-B-tree. [ZTG02] alsopresentedtheBA-treewhichcombinesthebenefits

of thetwo ECDF-B-trees.

TimeGranularity . A glossaryof timegranularityconceptsappearsin [BDE+98]. [BJW00]

deeplyinvestigatestheformal characterizationof time granularities.[Bet01] shows a novel way to

compresstemporaldatabases.Theapproachis to exploit thesemanticsof temporaldataregarding

how thevaluesevolve over time whenconsideredin termsof differenttime granularities.[BS99]

considersthemathematicalcharacterizationof finite andperiodicaltimegranularitiesandidentifies
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a user-friendly symbolic formalismof it. [BWJ98] examinesthe formalizationandutilization of

semanticassumptionsof temporaldatawhichmayinvolve multiple time granularities.

Data Warehousing. The time hierarchywe usedis similar to the concepthierarchyin

thedatawarehousingstudy. [SJP01] proposeda techniqueto reducethestorageof datacubesby

aggregatingolder dataat coarsergranularities. [PTK+02] statesthat onedifferencebetweenthe

spatio-temporalOLAP and the traditional OLAP is the lack of predefinedhierarchies,sincethe

positionsandthe rangesof spatio-temporalquerywindows usuallydo not confineto pre-defined

hierarchiesandarenot known in advance. [PTK+02] presenteda spatio-temporaldatawarehous-

ing framework wherethespatialandtemporaldimensionsaremodeledasa combineddimension

on thedatacube.Datastructuresarealsoprovidedwhich integratespatio-temporalindexing with

pre-aggregation.[GLY98] presenteda framework whichsupportstheexpirationof unneededmate-

rializedview tuples.Themotivationwasthatdatawarehousescollectdatainto materializedviews

for analysisandastime evolves,thematerializedview occupiestoo muchspaceandsomeof the

datamay no longerbe of interest. [RAE02] presentedefficient methodsto aggregatedatain an

append-onlydatabase.

6.10 Conclusions

Temporalaggregation have becomepredominantoperatorsin analyzingtime-evolving

data.Many applicationsproducemassive temporaldatain the form of streams.For suchapplica-

tionsthetemporaldatashouldbeprocessed(pre-aggregation,etc.) in a singlepass.In this chapter

we examinedtheproblemof computingtemporalaggregatesover datastreams.Furthermore,ag-

gregatesaremaintainedusingmultiple levels of temporalgranularities:older datais aggregated
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usingcoarsergranularitieswhile morerecentdatais aggregatedwith finerdetail.Wepresentedtwo

modelsof operation.In thefixedstoragemodelit is assumedthat theavailablestorageis limited.

The fixed time window model guaranteesthe length of every aggregation granularity. For both

modelswe presentedspecializedindexing schemesfor dynamicallyandprogressively maintaining

temporalaggregates.An advantageof our approachis thatthelevelsof granularityaswell astheir

correspondingindex sizesandvalidity lengthscanbedynamicallyadjusted.This providesa useful

trade-off betweenaggregationdetail andstoragespace.Basedon our temporalaggregationwork,

we summarizeda framework for computingaggregatesover time-evolving dataandwe discussed

how the solutionscanbe extendedto solve the moregeneralrangetemporalandspatio-temporal

aggregationproblemsunderthefixedtimewindow model.Finally, anextendedperformanceevalu-

ationvalidatedtheadvantagesof theproposedstructures.As futurework we planto further inves-

tigatetechniquesto aggregateat multiple spatialgranularitiesaswell. Moreover, we areextending

our framework to themultipledatastreamenvironment.
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Chapter 7

Conclusions& Futur eWork

In this thesiswe have presentedspecializedaggregation index structuresfor the range-

temporalaggregation, the hierarchicaltemporalaggregation, the box-sumaggregation, the func-

tional box-sumaggregation, and the box-maxaggregation problems. In all cases,our proposed

specializedindex structureshave muchbetterqueryperformancethantheexisting non-specialized

indices.Furthermore,theproposedindicesareall disk-basedandsuit for dynamicupdates.Their

index sizesareeithersmalleror very closeto theexisting structures.Basedon thesefindings,we

recommendthattheproposedindex structuresshouldbeimplementedin commercialDBMSswhen

theaggregationqueryperformanceis crucial.

For future work, we plan to solve the spatio-temporalaggregationproblems. A simple

caseis to aggregatemoving points. Eachobject is a weightedmoving point whoselocationis a

functionof time. An aggregationqueryasksto computethetotal weightof pointswhichwill move

into a given areaduring a given time interval. A morecomplicatedcaseis to aggregatemoving

objectswith non-zeroextents.
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